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Abstract: Molecular-dynamics (MD) simulations constitute an important tool in the study of

nanoscale metallic systems, especially so in the face of the difficulties plaguing their experimental

analysis. Main limitations of the MD method stem from the empirical nature of the potentials

employed, their functional form which is postulated ad hoc, and its classical nature. The neglect of

electronic effects and the unjustified utilization of the potential for system configurations significantly

different from those, for which the potential was parametrized makes the results of strictly classical

calculations dubious, at least for a certain class of systems.

On the other hand, high computational complexity of quantum-based methods, where atomic

interactions are described ab initio, prohibits their direct use in the study of systems larger than

several tens of atoms. In the last decade, a growing popularity of so-called hybrid (or cross-scaling)

methods can be observed, that is, methods which treat the most “interesting” part of the system with

a quantum-based approach, while the remainder is treated classically. Physically sound handshaking

between the two methodologies (quantum and classical) within a single simulation constitutes

a serious challenge, the majority of difficulties concentrating around the interface between the

fragments of the system treated with the two methods. The aforementioned interface is most easily

constructed for covalently bonded systems, where the bonds cut by the isolation of the quantum-

based region can be saturated by the introduction of specially crafted link-atoms. In metallic systems,

however, due to electronic delocalization, this traditional approach cannot be employed.

This paper describes a physically sound and adequately efficient computational technique,

which allows for the inclusion of results of locally employed quantum-based computations within

a molecular-dynamics simulation, for systems described by the many-body Sutton-Chen (SC)

potential, used in the study of fcc metals. The proposed technique was developed taking as a point of

departure the Learn-on-the-Fly (LOTF) formalism, a recent development itself. The original LOTF

approach is only suitable for two- or three-body potentials and is serial in nature, whereas the

proposed technique can be used with many-body potentials and is parallel-ready.

An implementation of the proposed approach in the form of computer code, which allows

for parallel hybrid computations for metallic systems is also described. Finally, results from a set of

hybrid simulations of nanoindentation of a copper workmaterial with a hard indenter utilizing the

aforementoned technique and computer code is presented, as evidence of its viability.
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Notation

Latin:

A (p. 216) parameter of the Stillinger-Weber potential;

a (p. 217) material lattice constant, parameter of the Sutton-Chen

potential;

aq, bq, cq, dq (p. 223) parameters in the NRL-TB parameterization;

~ai (p. 215) instantaneous acceleration of atom i;

a (p. 215) vector of instantaneous accelerations ~ai of all atoms in the

system;

B (p. 216) parameter of the Stillinger-Weber potential;

B1 (p. 215) auxiliary matrix in Gear predictor-corrector integrator;

b2 (p. 215) auxiliary vector in Gear predictor-corrector integrator;

b (p. 273) characteristic dimension of the indenter (cf. Figure 30);

C (p. 217) material elastic constant;

c (p. 217) parameter of the Sutton-Chen potential;

cniα (p. 218) expansion coefficient in the LCAO expansion;

cn (p. 219) vector of all expansion coefficients for eigenlevel n, (n-th

eigenvector of eigenproblem (15) or (18));

C (p. 219) matrix of all expansion coefficients obtained by juxtaposing

cn;

D2min (p. 277) irreversible shear deformation indicator for atom;

dmin (p. 277) irreversible shear deformation indicator coefficient for atom;

d (p. 231) relative distance from the quantum region centre;

d0 (p. 273) initial distance between the indenter tip and the workmaterial

(cf. Figure 30);

e (p. 267) dimension along z (thickness) of the simulated system (cf. Fig-

ure 30);

Ebs (p. 221) band structure energy;

Erep (p. 222) repulsive energy, a pairwise-sum approximation to Eres;

Eres (p. 221) residual energy, i.e., Etot−Ebs;
Etot (p. 221) total energy;

eµ, fµ, gµ, hµ (p. 224) parameters in the NRL-TB parameterization;

e2min (p. 246) threshold for the square error in forces in the DCLOTF

optimization (cf. Equation (46));
~Fi (p. 215) instantaneous force acting at atom i;

~FMDi (p. 231) ~Fi as computed within molecular-dynamics;

<FMD>rms (p. 270) r.m.s. force magnitude within molecular-dynamics;
~FTBi (p. 231) ~Fi as computed within tight-binding;

<FTB>rms (p. 270) r.m.s. force magnitude within tight-binding;

F (p. 215) vector of instantaneous forces ~Fi acting on all atoms in the

system;

Fc (p. 223) cutoff function in the NRL-TB scheme (cf. Equation (30));
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f (p. 273) dimension along x (length) of the simulated system (cf. Fig-

ure 30);

fFD (p. 221) Fermi-Dirac function;

g (p. 273) dimension along y (depth) of the simulated system (cf. Fig-

ure 30);

H (p. 214) system Hamiltonian (function);

Ĥ (p. 218) system Hamiltonian (operator);

H (p. 219) system Hamiltonian (matrix);

Hµ (p. 220) two-centre integral for orbital interaction µ (function);

h (p. 216) auxiliary function in the Stillinger-Weber potential;

h (p. 274) depth of nanoindentation;

i, j, k, l (p. 215, 216, 216, 241) index of any atom under consideration;

J (p. 241) the Jacobian matrix;

k (p. 235) number of atoms within a LOTF cluster;

K (p. 214) system kinetic energy (function);

l, m, n (p. 220) direction cosines of ~rij ;

l0 (p. 233) parameter of the weighing function for the nonlinear mixing;

m (p. 217) parameter of the Sutton-Chen potential;

mi (p. 215) mass of atom i;

N (p. 214) number of atoms in a (classical or quantum-based) computa-

tion;

Nfit (p. 241) number of atoms within the fitting region;

Nmat (p. 226) dimension of H and S matrices;

Nneigh (p. 277) number of neighbours of an atom in question;

Norb (p. 221) number of orbitals per atomic site;

Nshell (p. 241) number of atoms within the shell region;

Nsl (p. 277) cf. Equation (48);

Ntool (p. 273) number of atoms of the tool (indenter);

Nwrkp (p. 273) number of atoms of the workpiece (material);

IN1 (p. 215) set of all positive natural numbers;

n (p. 217) parameter of the Sutton-Chen potential;

n (p. 218) index of an electronic eigenlevel εn;

nocc (p. 221) number of occupied electronic eigenlevels in the system;

nfit (p. 244) number of atoms within the local fitting region;

nshell (p. 244) number of atoms within the local shell region;

ns (p. 265) interval (in ∆t) between successive quantum-based computa-

tions;

nsteps (p. 259) number of steps in the gradient-descent for an optimization

grain in the DCLOTF optimization stage;

O (p. 226) big O symbol describing the limiting behaviour;

PC (p. 217) Cauchy discrepancy pressure;

~pi (p. 214) momentum vector of atom i;

p (p. 214) vector of all momentum vectors ~pi in the system;

p (p. 251) number of processors;

pµ, qµ, rµ, sµ (p. 224) parameters in the NRL-TB parameterization;
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q (p. 223) orbital type (s, p or d);

q (p. 246) round number in the DCLOTF optimization stage;

qmax (p. 246) number of rounds in the DCLOTF optimization stage;

~ri (p. 214) position vector of atom i;

r (p. 214) vector of all position vectors ~ri in the system;

rij (p. 216) Cartesian distance between atoms i and j;

~rij (p. 220) vector joining atoms i and j;

r clucut (p. 235) cluster cutoff radius in the LOTF scheme;

rMDcut (p. 217) force cutoff radius in the molecular-dynamics method;

rTBcut (p. 219) interaction cutoff radius in the NRL-TB method;

rfit (p. 240) radius of the fitting region;

rreg (p. 240) radius of the quantum region;

rshell (p. 241) radius of the shell region;

S (p. 219) overlap matrix;

Sµ (p. 221) two-centre overlap integral for orbital interaction µ (function);
~Si (p. 277) slip vector associated with atom i (cf. Equation (48));

T (p. 275) target (desired) system temperature;

T0 (p. 264) instantaneous temperature (all atoms in the system);

Treg (p. 264) instantaneous temperature (only atoms in the quantum re-

gion);

t (p. 215) time;

topt (p. 243) walltime estimate to complete the optimization stage;

Uij (p. 221) pairwise potential used in the approximation of Eres;

V (p. 214) system potential energy (function);

VSC (p. 217) system potential energy (function) for the Sutton-Chen po-

tential;

VSW (p. 216) system potential energy (function) for the SW potential;

v2 (p. 216) two-body potential (function) component of the SW potential;

v3 (p. 216) two-body potential (function) component of the SW potential;

v (p. 274) indentation and scratching speed;

w (p. 233) weighing function for the nonlinear mixing method (cf. Equa-

tion (37));

xi (p. 215) auxiliary state vector atom i;

Greek:

α (p. 216) cutoff parameter of the Stillinger-Weber potential;

α (p. 218) index of any orbital on the atomic site i;

β (p. 219) index of any orbital on the atomic site j;

γ (p. 216) parameter of the Stillinger-Weber potential;

γ (p. 241) a generic (any) Sutton-Chen parameter;

γ0 (p. 248) default value of a generic Sutton-Chen parameter;

γmin (p. 248) lower bound on the value of a generic Sutton-Chen parameter;

γ̃min (p. 248) lower hard limit on the value of a generic Sutton-Chen parameter;

γmax (p. 248) upper bound on the value of a generic Sutton-Chen parameter;

γ̃max (p. 248) upper hard limit on the value of a generic Sutton-Chen parameter;
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∆E (p. 266) drift in total system energy during one timestep;

∆t (p. 215) timestep of the numerical integration of the equation of motion;

δ (p. 221) Kronecker delta;

δ (p. 247) magnitude of Sutton-Chen parameter distortion;

δi (p. 276) magnitude of displacement of atom i from initial position;

ǫ (p. 216) energy-scale parameter of the Sutton-Chen or Stillinger-Weber poten-

tial;

εn (p. 218) electronic eigenlevel n;

ε (p. 219) vector of all electronic eigenlevels εn;

η (p. 277) threshold for the determination of slipped atoms;

Θijk (p. 216) angle between the bonds of the atomic triplet ijk (j – central atom);

λ (p. 216) three-body component strength parameter of the Stillinger-Weber

potential;

λ (p. 223) a parameter in the NRL-TB parametrization;

µ (p. 220) type of orbital interaction (ssσ, spσ, . . .);

Φαβ (p. 220) auxiliary coefficients in the expansion of H elements in terms of Hµ;

|φiα〉 (p. 218) wavefunction corresponding to orbital α at atomic site i;

|φ̃iα〉 (p. 219) wavefunction of orthogonalized Löwdin orbital α at atomic site i;

|Ψn〉 (p. 218) eigenfunction of Ĥ corresponding to eigenlevel εn;

ρi (p. 217) generalized local density at atomic site i in the Sutton-Chen potential;

̺i (p. 223) generalized local density at atomic site i in the NRL-TB scheme;

σ (p. 216) distance-scale parameter of the Stillinger-Weber potential;

Other:

∇ (p. 222) the del operator;

ℓ (p. 223) a parameter in the NRL-TB parametrization.

1. Introduction

1.1. Computer simulation as a tool

The last several decades have witnessed the flourishing and maturing of

computer simulation. Modelling physical phenomena by means of a computer has

acquired a status of a discipline in its own right, along the age-old theoretical and

empirical approaches. Today, simulation is used not only to validate the predictions

of theory and the results of experiment, it also has predictive capacity of its own,

describing the exact behaviour of simplified models of actual systems. Low cost

and relative simplicity constitute major advantages of the simulation approach over

experimental analysis when nanoscale systems are considered.

With the continuing exponential increase in computing power comes the

opportunity to simulate larger and more complex systems. This is especially true

at a time when parallel multi-core and multi-processor computing is on the rise.

However, the vast computing power at hand should not only be put into a blind

increasing of the system size but also into improving the quality of the obtained

results, that is, into constructing and studying more involved models. Fortunately,

for the systems at the atomic scale, this is already taking place. The most involved

ab initio methods (e.g., the configuration interaction (CI) approach [1]), which offer
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a description of physical systems starting from established first principles of physics,

possibly including relativistic effects [2], offer such detailed insight into the electronic

properties of matter that even today’s computing power allows for their application

only to single atoms or at most simple molecules.

Substantially simpler, classical approaches to the many-body problem, such as

molecular-dynamics (MD) make ad hoc assumptions about the nature of interatomic

interactions, indirectly incorporating experimental results into the parameters of the

model. In this way, larger systems, by several orders of magnitude, can be attacked and

their behaviour investigated, albeit the validity of the predictions made is significantly

poorer. These simple approaches are often found to lack transferability, that is to

say, the assumptions they make, break down in the face of changes in the simulated

system that were not taken into account when the model was constructed. For

instance, a method which correctly predicts the properties of a crystalline solid can

fail miserably when employed to the study of the liquid or amorphous phase.

Fortunately, a wide spectrum of methods, offering different tradeoffs between

efficiency and accuracy, is available to researchers. Thus, for a given system size, one

can employ the most accurate method that can be afforded, or, conversely, starting

from the desired level of accuracy, one can determine the largest system that can

be simulated. However, this is not always the case – there exist systems of interest,

where a single description is not sufficient. Often, certain parts of the system need to

be treated with more care than the remaining parts, for which a simpler description

is adequate. So-called hybrid or cross-scaling approaches attempt to do just that –

combine two, sometimes three, differing methodologies, and utilize them concurrently

within one simulation.

Cross-scaling methods for the nanoscale are a recent addition to the pallette

of tools available to a computational scientist. A seminal paper of Broughton et al.

[3] describing a hybrid approach for the study of silicon fracture marks the increase

in the interest in the field, merely ten years ago. A recent overview by Bernstein

et al. [4] summarizes the state of the art. From these and other papers, it can be

seen that there is a consistent lag in the developments for metallic systems, where

delocalized bonding makes matters difficult. It is in this sparsely-populated area of

hybrid methods for metallic systems that this work is situated.

1.2. The aim, scope and layout of this paper

This paper constitutes a shortened description of work undertaken as part of

a PhD thesis [5] submitted by the author at the Gdansk University of Technology.

The aims of the thesis were threefold. The first and foremost was to develop an

algorithm for the embedding of accurate quantum-mechanical computations within

a molecular-dynamics framework for metallic systems employing many-body poten-

tials. Section 2.3 describes why devising such a hybrid method is nontrivial. The

second aim was to engineer the computer code (software) which would implement the

proposed algorithm. This aim was, rather unexpectedly, augmented by the need to

reimplement the quantum-mechanical technique, a particular variant of tight-binding,

as part of the program. Extensive testing, profiling, optimization and adapting the

code to a parallel mode of operation were also part of this aim, making it the most

involving. The third aim consisted in performing a set of simulations which would
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employ the proposed algorithm and utilize the created computer code to study the

process of nanoindentation of metals. These simulations were meant to demonstrate

that the proposed approach is viable, and that the program – to the best of the au-

thor’s knowledge – is error-free, rather than to provide deep insight into the nature

of the processes in question.

The scope of this work is roughly delineated by the aims given above. Several

simplifying assumptions and compromises had to be made for the sake of straightfor-

wardness and so that the thesis could be finished in the alloted time. The author has

decided on one particular quantum-based method, the tight-binding, during the en-

gineering of the computer code. The proposed method, however, is suitable for other,

perhaps more advanced, electronic structure methods, such as those basing on Den-

sity Functional Theory (DFT). Although the computing power of today’s computers

is not sufficient (for its use in simulations of the kind presented in this work), it might

well be in several years. The developed computer code is only briefly described and

the description focuses on its structure, not its application. A detailed user’s man-

ual for the program is in the works, but is not a part of this paper. The analysis of

results obtained from the performed simulations will be rudimentary, without much

reference to the state of the art (of nanoindentation simulations), focusing instead on

the advantages and shortcomings of the proposed method, rather than on an in-depth

investigation of the physical implications of results.

The layout of this paper is as follows. Chapter 2 is devoted to the relevant

numerical methods: 2.1 briefly discusses the molecular-dynamics technique, 2.2 deals

with the general tight-binding formalism, then the particular variant of tight-binding

(Naval Research Laboratory Tight-Binding, NRL-TB) that is of interest in this work,

finishing with a brief overview of possible improvements to the method. Crucial

Section 2.3 describes the proposed hybrid technique, which is put into perspective

by first portraying the state of the art in the field of hybrid simulations. Chapter 3 is

devoted to the computer code implementing the proposed method and the NRL-TB

technique. Chapter 4 details how the method was validated and tuned, before it was

applied to the actual simulations of nanoindentation, which, along with the results, are

described in Chapter 5. Conclusions and final remarks constitute Chapter 6, which is

followed by twoo appendices. The first appendix details the structure of the computer

code developed, whereas the second lists the symbols appearing in the text.

1.3. Conventions used in the text

This section briefly discusses the particular conventions used in this paper.

Scalar variables, constants, parameters and functions are denoted with italic,

as in n. Arguments of functions are omitted when they can be deduced from the

context. Cartesian three-vectors are italicized and denoted with an arrow, as in ~rij .

Vectors of dimensionality other than three are denoted with bold, as in p. Matrices

are denoted with a calligraphic font, as in S. Operators are denoted with a hat, as

in Ĥ. The above convention also applies to indices – when set in italic, they represent

scalar values, as in mi, whereas indices in roman type are merely labels, as in Ntool.

The author attempted, as far as possible, to avoid using the same symbols to

refer to different entities. However, this occasionally proved impossible, especially so,

since some symbols, e.g., those denoting parameters used in potentials, are quoted
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without change. To facilitate reading, the symbols used in the text, along with their

meaning and the page where they first occur, are listed in section Notation.

The text and all figures assume a left-handed coordinate system shown in Fig-

ure 1.

Figure 1. The coordinate system used in the text and in the figures

2. Numerical method

2.1. The molecular-dynamics method

The molecular-dynamics method constitutes a numerical approach to solving

the many-body problem. It was proposed by Alder and Wainwright in 1959 [6], who

used it to study the behaviour of a system of hard spheres. In 1964 Rahman [7]

employed the method in conjuction with a more realistic Lennard-Jones potential

[8]. Significant research ensued rapidly in the field with the increase of computing

power and improvements in the technique. Today, systems consisting of hundreds of

thousands of particles, treated with complicated many-body potentials can easily be

simulated for timescales of up to 10−6 s. Simulations of up to 2·1010 particles for short

timescales have been performed [9] to date.

For a detailed description of the basic technique, the reader is encouraged to

consult [10–13]. Here, only the rudiments of the method relevant to this paper will

be given.

Molecular-dynamics is classical in nature, it thus assumes that the system

in question, comprising N particles, is fully described by the atomic positions,

r = (~r1,~r2,. . .,~rN ), and atomic momenta, p = (~p1,~p2, . .. ,~pN ), of the particles. By

assuming the Born-Oppenheimer approximation [14], the electronic movements are

averaged out, and the system Hamiltonian can be expressed as a function of the

nuclear variables1 [10]:

H (r,p) =K (p)+V (r), (1)

1. Although usually the generalized coordinates, q, are used in place of the Cartesian coordi-

nates, r, to facilitate the description of molecules, this paper will only be concerned with particles

that are atomic in nature and thus the Cartesian description will suffice.

tq313x-i/214 5XII2009 BOP s.c., http://www.bop.com.pl



Quantum-Classical Calculations of the Nanomechanical Properties of Metals 215

where V (·) is the system’s potential energy and K (·) is the kinetic energy, typically

expressed as:

K (p) =

N
∑

i

~p 2i
2mi
, (2)

mi being the mass of atom i. The equation of motion is subsequently constructed

from the Hamiltonian (1) and solved numerically. This typically involves analytically

differentiating the potential energy with respect to the coordinates, r, to obtain

the forces, F =
(

~F1, ~F2, .. . , ~FN

)

, acting on all the atoms. Knowing the masses,

m= (m1,m2, . .. ,mN ), one readily obtains the accelerations, a= (~a1,~a2, .. .,~aN ).

The ensuing step constitutes the core of the molecular-dynamics method –

a numerical integration of the equation of motion by a finite difference approach with

timesteps of ∆t using a suitable integrator yields, up to a certain, controllable error,

the positions, rt+∆t, and momenta, pt+∆t, of the particles at time t+∆t, taking their

positions, momenta, accelerations and masses at time t and, perhaps, earlier times,

{t−nt∆t : nt ∈ IN1}, as input. A Gear corrector-predictor integrator [15] was used

in the simulations described in this work. Its action is easily illustrated if a compact

notation is introduced [16], in which a state (in a numerical sense) of any particle i is

described by a vector xi(t):

xi(t) =













~ri(t)

∆t~̇ri(t)

(∆t)2

2 ~̈ri(t)

(∆t)2

2 ~̈ri(t−∆t)













. (3)

A predicted state, x′i(t+∆t), is found by:

x′i(t+∆t) =B1xi(t),
where

x′i(t+∆t) =













~r ′i(t+∆t)

∆t~̇r ′i(t+∆t)

(∆t)2

2 ~̈r
′
i(t+∆t)

(∆t)2

2 ~̈r
′
i(t)













, B1=









1 1 4
3 − 13

0 1 3 −1
0 0 2 −1
0 0 1 0









. (4)

Basing on the first element, ~r ′i(t+∆t), of this predicted state (the predicted

position), an estimate of the acceleration, ~a ′i(~r
′
i(t+∆t)), is computed (a second force

evaluation ensues). This value is then used to obtain the final, corrected state:

xi(t+∆t) =x′i(t+∆t)+b2
(∆t)2

2

[

~a ′i
(

~r ′i(t+∆t)
)

− ~̈r ′i(t+∆t)
]

, (5)

where

b2=









1
6
5
6

1
0









.

Although this method is slightly more complex than the popular Verlet [17] method

and requires two force calculations for every timestep, it offers better energy conser-

vation, especially for larger timesteps [10].
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By repeated evaluations of the positions and momenta of the particles at

subsequent timesteps, one moves the system through the phase space, and the

trajectory that the system follows conserves the total energy2. Macroscopic quantities,

such as pressure or the system virial, are computed from the microscopic (atomic)

quantities (employing time or space averaging), the appropriate prescriptions dictated

by statistical mechanics. The application of periodic boundary conditions (cf. [10, 12])

allows for a simulation of quasi-infinite, periodic systems. Other common “trick of

the trade” consists in bookkeeping certain neighbour information (in the form of a so-

called Verlet list or employing linked-cells [13]) so that the O(N2) computation of all

ineratomic distances, rij , is avoided.

2.1.1. The Stillinger-Weber potential

Although the Stillinger-Weber (SW) potential [18] is not of direct interest to

the systems under study in this paper, the Learn-on-the-Fly (LOTF) method, to which

substantial attention will be devoted in Section 2.3.3, was initially developed with this

particular potential in mind. For this reason, it will be briefly described here, to be

contrasted later with the Sutton-Chen potential.

The empirical Stillinger-Weber potential has been used with moderate success

since 1985 for the molecular-dynamics simulations of crystalline, amorphous and liquid

Si and Ge (see e.g. [19, 20] and the references therein). It is a short-ranged potential,

consisting of two- and three-body terms, with the potential-energy function given

by:

VSW (~r1,. .. ,~rN ) =

N
∑

i

N
∑

j>i

v2 (~ri,~rj)+

N
∑

i

N
∑

j>i

N
∑

k>j

v3 (~ri,~rj ,~rk) . (6)

Each two-body term describes the formation of chemical bonds between two atoms i

and j, and is given by:

v2(~ri,~rj) =

{

ǫA
(

B
( rij
σ

)−4−1
)

exp
[

(( rij
σ

)

−α
)−1]

for
rij
σ <α,

0 otherwise.
(7)

Here, ǫ is an energy scale and σ is a length scale. A and B are positive constants

defined in [18] and do not depend on atom type. The parameter α serves as a cutoff

radius, measured in units of σ and equals 1.80, regardless of atom type. The three-

body part favours the tetrahedral structure observed in crystalline Si and Ge and

is defined as:

v3(~ri,~rj ,~rk) = ǫ(h(rij ,rik,Θjik)+h(rji,rjk,Θijk)+h(rki,rkj ,Θikj)) , (8)

where Θjik is the angle formed by the vectors ~rji and ~rik and

h(rij ,rik,Θjik) =λexp

[

γ
(rij
σ
−α
)−1

+γ
(rik
σ
−α
)−1](

cosΘjik+
1

3

)2

, (9)

where γ is assumed to equal 1.20, regardless of atom type. λ determines the relative

strength of the three-body part and depends on atom type.

2. In the basic NVE formulation. Other formulations with differing action integrals conserve

other quantities, such as temperature or enthalpy.
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The exponents in Equations (7) and (9) smoothly truncate the Stillinger-Weber

potential to zero at 1.80σ, which corresponds to 3.77 Å for Si and to 3.99 Å for Ge.

This short-rangedness of the SW potential, along with the fact that the three-body

part can be decomposed into a product of pairwise terms, makes it a good candidate

for efficient MD computations. It correctly predicts the melting temperatures for Si

and Ge and has had moderate success in modelling liquid and amorphous phases,

although a single parametrization captures the relevant features of at most two

of the three (liquid, crystalline, amorphous) phases [21]. Known weaknesses of the

potential include the incorrect prediction of surface reconstruction (vital in the study

of crack propagation), undercoordinating liquids and the (8) term stubbornly trying

to reconstruct local tetrahedral structures in the liquid phase.

2.1.2. The Sutton-Chen many-body potential

More relevant to this paper are metallic systems; these are poorly characterized

by pairwise potentials, which comes as no surprise, considering the distinct character

of metallic bonding. Systems described by a central, pairwise potential cannot

avoid the Cauchy equality for the C12 and C44 elastic constants, and pairwise

potentials poorly predict the vacancy formation energies [22]. Many-body potentials

of the Finnis-Sinclair type [23] are derived by introducing further approximations

to the second-moment approximation to tight-binding (TB-SMA). The Sutton-Chen

potential [24]:

VSC (~r1, .. . ,~rN ) =

N
∑

i

ǫ





1

2

N
∑

j 6=i

(

a

rij

)n

−c

√

√

√

√

N
∑

j 6=i

(

a

rij

)m


, (10)

belongs to the class of Finnis-Sinclair potentials and is almost universally used in the

simulation of the properties of face-centered cubic (fcc) metals. The parameters of the

potential are a, ǫ, m, n and c with n>m. The first term of the potential describes the

Pauli repulsion between the cores i and j, the second is responsible for the metallic

cohesion, which depends on the generalized local density at site i:

ρi=

N
∑

j 6=i

(

a

rij

)m

. (11)

The values of the parameters of the potential for the metal in question are

obtained by fitting to results of experiments (specifically: the lattice constant at

0 K (the experimental value is directly assigned to a), certain phonon frequencies,

the vacancy formation energy, surface energy and the equation of state [22]). In the

original formulation, the fitting procedure is constrained, so as to obtain integral

values for the exponents n and m, but this is by no means necessary (the only

motivation is computational efficiency). In fact, relaxing this requirement allows the

Cauchy discrepancy pressure PC=C12−C44 to be exactly fit with analytical solutions

for n and m [22].

In practice, the lattice sums in Equation (10) are restricted to atoms j within

a certain cutoff radius, rMDcut , from atom i, and a long-range correction to energy and

to ρi is often used to account for this truncation. This cutoff radius is typically 2–3

lattice constants, which, in the case of Cu means rMDcut in the range of 7–11 Å. Note
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how this compares with the Stillinger-Weber potential, which decays to zero before

4 Å.

2.2. The tight-binding method

2.2.1. The tight-binding formalism

There exists a wide array of electronic structure methods derived from first

principles. These range in sophistication (and, consequently, in computational in-

volvement) from very accurate methods, such as configuration interaction (CI), that

can only be applied to single atoms or at most simple molecules, to more approx-

imate methods, such as density functional theory (DFT), with which the electronic

structure for systems of hundreds of atoms can be inferred. The tight-binding method

lies on the far end of this accuracy spectrum – it is the most approximate and least

involved of the electronic structure methods, giving only a qualitative description of

the electronic effects. Yet, when compared with empirical potentials, it offers superior

transferability and accuracy – in fact, as already pointed out above, the Finnis-Sinclair

(FS) [23] class of potentials, to which the Sutton-Chen potential (10) [24] belongs, can

be derived from a second moment approximation to tight-binding (TB-SMA), which,

in turn, bears close resemblance to the embedded-atom method (EAM) [25].

The tight-binding method was first described by Slater and Koster in their 1954

seminal paper [26]. For a long time it was used as a convenient computational tool,

a fitting and interpolation scheme without any underlying physical background. It

wasn’t until 1989 when Foulkes and Haydock [27] presented a convincing derivation,

which showed how tight-binding can be viewed as a stationary approximation to self-

consistent DFT.

The starting point for the tight-binding method is the Schrödinger equation:

Ĥ|Ψn〉= εn|Ψn〉, (12)

where the customary Born-Oppenheimer [14] and one-electron approximations are

immediately assumed, giving the symbols in the above equation the following meaning:

Ĥ is the one-electron Hamiltonian operator, εn is the n-th electronic eigenlevel and

|Ψn〉 is its corresponding eigenfunction of Ĥ. Every atom is treated as composed of

a valence shell and a core (the nucleus with all the electrons except for the valence

ones). Note that in Equation (12) the wavefunctions |Ψn〉 are unknown – to avoid this

difficulty, they are expanded as linear combinations of atomic orbitals (LCAO):

|Ψn〉=
∑

i,α

cniα |φiα〉, (13)

where i is the atom number and α numbers the orbitals of the i-th atom. In this

way the problem is transformed from having to determine the unknown functions

to the determination of the unknown coefficients, cniα, in the above expansion. It is

a peculiarity of the tight-binding method that the exact form of the basis functions

|φiα〉 is not relevant.
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With the introduction of a Hamiltonian matrix (j labels atoms, β – orbitals of

j-th atom):

Hiα,jβ = 〈φiα|Ĥ|φjβ〉, (14)

and with (13) in mind, Equation (12) is transformed into an eigenvalue problem:

HC= εC (15)

for the electronic eigenvectors3 C= (cn) and eigenvalues ε= (εn) (one-electron energy

levels).

The basis functions introduced above need not be orthogonal, i.e., in general

〈φiα|φjβ〉 6= 0. A simpler variant of tight-binding, termed orthogonal tight-binding

(OTB), employs the so-called Löwdin transformation [28] (S denotes the overlap

matrix, defined in Equation (17)):

φ̃iα=
∑

i′α′

S−1/2iα,i′α′φi′α′ , (16)

which transforms the set of original orbitals {φiα} into a set of orthogonal Löwdin

orbitals {φ̃iα}, preserving their symmetry [29]. The newly obtained basis functions

are, however, less localized than the original ones, which means that the Hamiltonian

matrix elements between second- or third-nearest neighbours will be significantly

different from zero. Another problem with the Löwdin transformation is that, from

the formal standpoint, the transformation is correct only for a system configuration

at a particular instant, and in principle it should be re-applied every time the

configuration changes. For the above-mentioned reasons, the OTB variants are usually

poorly transferable [29], [30]. In non-orthogonal tight-binding (NOTB) the non-

orthogonality of atomic orbitals is explicitly accounted for by the introduction of

a non-diagonal overlap matrix:

Siα,jβ = 〈φiα|φjβ〉, (17)

and instead of solving the traditional eigenvalue problem (15), a generalized eigenvalue

problem:

HC= εSC (18)

is solved.

Before dealing with the eigenvalue problem, one must determine the values

of the Hamiltonian matrix elements Hiα,jβ . Following Slater and Koster [26], the

following assumptions allow for their explicit determination:

1. A minimal orbital basis is used, i.e., only orbitals whose energies lie in the

energy range of interest are taken into consideration.

2. It is assumed that the basis functions in use are fairly localized, and a certain

cutoff radius, rTBcut, is employed – all Hamiltonian matrix elements corresponding

to pairs of atoms separated by more than rTBcut are then taken as equal to zero.

3. In the calculation of on-site (i.e., those with i= j) Hamiltonian matrix elements,

it is usually assumed that Hiα,iβ = 0 if α 6= β, whereas for α= β the on-site

3. A shorthand notation is used here, where the vector of eigenvectors (cn) is equated with

a matrix C, built by the juxtaposition of these vectors. This is natural from a numerical point of

view, yet incorrect from the formal standpoint.
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terms, interpreted as on-site energies, are given constant values (the NRL-TB

variant, discussed in Section 2.2.2, is a notable exception, however).

4. In the calculation of the off-site (i.e., those with i 6= j) Hamiltonian matrix

elements, which are integrals of the corresponding orbitals on atoms i and j,

i 6= j, located at positions ~ri and ~rj , respectively, via the Hamiltonian operator,

i.e.,

Hiα,jβ = 〈φiα|Ĥ|φjβ〉=
∫

φiα(~r−~ri)Ĥφjβ(~r−~rj)d~r, (19)

the potential part of the Hamiltonian is replaced by the potential due to

only the two atoms i and j upon which the orbitals are located [29]. This

core approximation of the tight-binding method is termed the two-centre

approximation4.

5. Finally, by observing that the orbitals in question can be expanded as a sum of

functions with well-defined angular momenta with respect to the axis joining

~ri and ~rj [29], the integral is replaced with a linear combination of up to

three so-called two-centre integrals Hµ(rij). Somewhat a misnomer, these are

simple functions of only the interatomic distance rij and the kind of the

orbital interaction, µ∈{ssσ,spσ,ppσ,ppπ,sdσ,pdσ,pdπ,ddσ,ddπ,ddδ}, between

the two orbitals. The combination’s coefficients, Φαβ(l,m,n), describe the

angular momentum dependence of the orbital interactions in terms of the

direction cosines, l, m, n, of the vector ~rij . In this way, the integral between,

say, the orbitals α= py on atom i and β= dx2−y2 on atom j via the Hamiltonian

operator:
∫

φipy (~r−~ri)Ĥφjdx2−y2 (~r−~rj)d~r (20)

will be replaced with a linear combination of two two-centre integrals, Hpdσ
and Hpdπ:

1

2

√
3m(l2−m2)Hpdσ(rij)−m(1+ l2−m2)Hpdπ(rij), (21)

or, in general, the off-site Hamiltonian matrix elements will be computed as

Hiα,jβ =
3
∑

s=1

Φs,αβ(l,m,n)Hµs(rij). (22)

The original paper of Slater and Koster [26] gives the expansion of Hiα,jβ
for all combinations of α and β, in terms of the two-centre integrals Hµ(rij).

However, the exact analytical form assumed for these integrals varies, depending

on the variant of the TB method. The replacement of the integral (19) with the

linear combination (22) is the key approximation underlying the tight-binding

formalism. In non-orthogonal TB one also has to consider the elements of the

4. Some variants of the method employ a weaker approximation, by also considering three-centre

integrals (i.e., those where the wave functions and the potential reside at different atomic sites). This

so-called three-centre tight-binding (3CTB) gives more accurate results, yet it used infrequently for

its greatly increased complexity and poorer transferability (which stems from the fact that the

independence of the parameters from the crystal structure, a feature of two-centre tight-binding, is

lost) [31].
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overlap matrix. The on-site terms are, trivially, Siα,iβ = δαβ , while the form of

the off-site elements is the same as for the Hamiltonian, except that in place of

the two-centre integrals Hµ(rij), so-called overlap two-centre integrals, Sµ(rij),

of similar form, depending on the variant, are used.

The parameters of any TB variant are contained in the exact definitions

of Hµ(rij), Sµ(rij) and the values of the on-site energies. These are then found

by fitting the results to either the results of more advanced electronic-structure

calculations (leading to ab initio tight-binding, AITB) or to experimental data (leading

to semiempirical tight-binding, SETB).

Coming back to the problem at hand, having filled in the Hamiltonian and

overlap matrices, one proceeds to solve the generalized eigenvalue problem (18). The

simplest approach is to employ matrix diagonalization, which yields the electronic

energy levels (εn). If, apart from the energy, the forces are required, one must also

calculate the eigenvectors (cn) for reasons that will be explained later. In the non-

orthogonal approach, this requires an extra step, which is the re-orthogonalization

of the resultant eigenvectors. Matrix diagonalization scales as O(N3mat) in time and

O(N2mat) in memory consumption, where Nmat is the size of the Hamiltonian and

overlap matrices involved, Nmat =NNorb, where N is the number of atoms in the

system and Norb is the number of orbitals per atom (typically either 4 (corresponding

to sp3 hybridization) or 9 (corresponding to sp3d5 hybridization)). Matrix diagonal-

ization is the usual computational bottleneck of tight-binding schemes. There exist

variants of the method that do not involve diagonalization, however they all rely on

further approximations. These so-called order-N methods will be briefly described in

Section 2.2.3.

Having obtained (εn), it is possible to calculate the band structure energy, Ebs:

Ebs= 2

nocc
∑

n=1

fFD(εn)εn, (23)

where fFD(·) represents the Fermi-Dirac function used to weigh the eigenlevels (up

to the last occupied, nocc). The factor 2 accounts for spin degeneracy. The band

structure energy is not equivalent to the total energy of the system, because it does

not account for the coulombic repulsion between the atomic cores, it double-counts

electron-electron interactions and it does not account for effects related to charge

transfer, since in the traditional formulation tight-binding is not self-consistent. Thus,

the total energy Etot is a sum of Ebs and some residual energy Eres, which encompasses

all the differences between the two. By careful analysis of the single-particle Kohn-

Sham Hamiltonian, Sutton et al. [32] and Foulkes and Haydock [27] convincingly

argue that, up to a reasonable approximation, the residual energy can be expressed

as a sum of pairwise terms, a form earlier proposed by Chadi [33], i.e., that:

Eres≈
∑

i<j

Uij(rij). (24)

Since the core-core coulombic repulsion is already in the form of a pairwise sum, the

approximation in question consists in ignoring many-body terms in the exchange and

correlation energies, which are truncated after the pairwise terms. For an overview of
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the derivation, see e.g. [29]. The pairwise approximation to Eres is often termed the

repulsive energy (Erep), because of its positive value, and usually the total energy of

the system in the tight-binding formalism is written simply as:

Etot=Ebs+Erep, (25)

that is, the usual pairwise approximation is silently made. Note that although the

argument for the pairwise form of Erep is sound, it does not give the exact prescription

for Uij . The form of this pairwise potential differs between TB formulations, and the

parameters it contains are added to the set of parameters of the method that need to

be determined by fitting.

In order to employ tight-binding in an MD simulation, one needs to extract

forces acting on the atoms by suitable differentiation of Etot. Employing the Hellmann-

Feynman theorem [34]:

~Fi=−
〈Ψ|∇i(Ĥ−εŜ)|Ψ〉

〈Ψ|Ψ〉 , (26)

one yields an expression for the force acting on any atom i:

~Fi=−2

[nocc
∑

n

∑

α

cniα
∑

j 6=i

∑

β

cnjβ

(∂Hiα,jβ
∂~ri

−εn
∂Siα,jβ
∂~ri

)

]

−
∑

j 6=i

∂Erep
∂~ri
. (27)

It now becomes clear why the set (cn) of eigenvectors, and not only the eigenlevels,

must be determined. In this non-self-consistent formulation, the derivatives of the

basis set with respect to atomic coordinates (Pulay contributions [35]) vanish identi-

cally [36, 37]. The derivation of the derivatives of the Hamiltonian and overlap matrix

elements, although straightforward, is a tedious task, requiring the computation of

partial derivatives of both the two-centre integrals Hµ(rij), two-centre overlap inte-

grals Sµ(rij) and of the expansion coefficients Φαβ(l,m,n). The steps that need to be

undertaken to compute the derivatives are detailed in [38].

2.2.2. The NRL-TB Total Energy Tight-Binding variant

A wide spectrum of variants of the general tight-binding formalism described

above is in use, these variants usually differ in the following respects:

– the treatment of Eres (cf. Equation (24)) and, accordingly, Uij ,

– whether to include three-centre integrals in the approximation (for a more

successful three-centre variant see e.g. [39]),

– assuming (or not) that the basis functions are orthogonal (orthogonal vs non-

orthogonal tight-binding),

– the exact form of overlap matrix elements (in non-orthogonal variants),

– fitting to experimental data (semi-empirical tight-binding) or to more advanced

methods (ab initio tight-binding),

– the basis set employed, as dictated the target system (e.g. d orbitals may be

ignored in the study of carbon),

– whether further approximations are employed in order to lift the requirement

of matrix diagonalization (cf. Section 2.2.3.1),

– whether to include explicit charge transfer into the picture (for a simple

treatment see e.g. [40], for a more involved approach, e.g. [30]).
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The author has chosen to work with the variant developed at the Naval Research

Laboratory (NRL) by Papaconstantopoulos et al., called NRL Total-Energy Tight-

Binding or, in short, NRL-TB. The advantages of this variant that led to this choice

are the following:

1. promising results (especially with respect to transferability) obtained for d-band

metals (see e.g. [41–46]), which are typically poorly handled by tight-binding,

2. clear description of the nuts and bolts of the method in the literature [41–51],

3. freely available parametrization for over 30 chemical elements, most of them

d-band metals, and several binary alloys, downloadable from [52],

4. avoiding the Eres term altogether by clever shifting of Kohn-Sham energy levels

(described below).

5. availability of parameters of the method especially tuned for dynamical (TBMD)

calculations [45, 53].

Subsequent paragraphs will concentrate on the particular aspects of the NRL-

TB formulation.

The first distinguishing mark of the variant is that the diagonal on-site terms

for atom i are not constants, but rather depend on the atom’s associated generalized

local density, ̺i, and are of the form:

Hiα,iα= 〈φiα|Ĥ|φiα〉= aq+bq̺
2/3
i +cq̺

4/3
i +dq̺

2
i , (28)

where aq, bq, cq and dq, with q ∈ {s,p,d}, act as parameters. The generalized local

density on any atom i, ̺i is defined as:

̺i=
∑

j 6=i
exp[−λ2rij ]Fc(rij), (29)

where λ is a parameter, and Fc(·) is a cutoff function of the form:

Fc(rij) =
Θ(rTBcut−rij)

1+exp
(

rij−rTBcut
ℓ+5

) , (30)

where, in turn, Θ is the step function, ℓ is a constant and rTBcut denotes the cutoff

radius, beyond which the function vanishes. The off-diagonal on-site elements (i.e.

Hiα,iβ , α 6= β) are assumed to be zero. The introduction of a dependence of the on-

site terms on the local environment can be shown to correspond to a generalization of

the pair potential approach used to model Eres. In [31, 54, 55] the proponents of the

method show, by relating to the underlying Kohn-Sham density functional, that such

approach is well-justified, and is equivalent to a shifting of the Kohn-Sham energy

eigenvalues by a constant term. Thus, although the physical interpretation of (εn) is

now blurred, the entire Eres term and its derivatives are eliminated. This facilitates

the force computation by the vanishing of the last term in Equation (27), weakens

the approximation described under (24), and narrows down the parameter space of

the method by banishing any parameters related to the (now nonexistent) Eres term.
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The NRL-TB method employs the two-centre approximation for the off-site

elements of the Hamiltonian, using the following form for the two-centre integrals:

Hµ(rij) =
(

eµ+fµrij+gµr
2
ij

)

exp
(

−h2µrij
)

Fc (rij), (31)

with eµ, fµ, gµ and hµ being parameters. The overlap two-centre integrals have

a slightly modified form:

Sµ(rij) =
(

δqq′ +pµrij+qµr
2
ij+rµr

3
ij

)

exp
(

−s2µrij
)

Fc (rij), (32)

with pµ, qµ, rµ and sµ being parameters. δqq′ takes the value of 1 if the orbital types in

µ are alike (i.e. µ∈{ssσ,ppσ,ppπ,ddσ,ddπ,ddδ}) and 0 otherwise – this modification

helps to keep the overlap matrix positive definite, which is a necessary condition for the

physicality of the system and for a solution to the generalized eigenvalue problem (18)

to exist.

The set of parameters is {aq,bq,cq,dq,eµ,fµ,gµ,hµ,pµ,qµ,rµ,sµ,λ,rTBcut,ℓ} for

every element. With three values for the orbital class q and 10 values for the bond

type µ, this gives 96 parameters. Although this looks rather capacious at first, the

proponents of the method argue that these parameters hold the “essence” of the ab

initio computation which serves as the target model that the NRL-TB scheme tries to

reproduce. The fitting procedure, outlined in [31], consists in such determination of the

NRL-TB parameters that the least square difference between the energy eigenvalues

obtained from first-principles Linear-Augmented-Plane-Wave (LAPW) calculations

and those obtained from the NRL-TB scheme, computed for a large number of k-

points, is minimized. Several tens of k-points in the Brillouin zone are used (for

every crystalline structure included) and several bands per k-point (including empty

states) are fitted. Additional symmetry constraints are employed by using block-

diagonalization of the Hamiltonian so that the risk of incorrectly assigning the

symmetry and angular momentum character of states is minimized [31]. Usually, three

crystalline structures (e.g., sc, fcc, bcc) at several volumes are sampled in the fit. The

resulting parameters are verified by plotting the energy vs volume equation of state –

not only for the structures used in the fit, but also for other structures, see e.g. [45].

Another distinguishing mark of the NRL-TB variant consists in using not only the

electronic eigenlevels in the fit, but also the total energy of the system. This is made

possible by the eigenlevel shifting mentioned earlier and is the reason for the Total-

Energy epithet. The inclusion of the total energy in the fit apparently serves to increase

transferability. The proponents of the method argue [45] that including low-volume

(highly compressed) structures in the fit is crucial if the resulting parameters are to

be used in TBMD simulations. The reason for this is that in a dynamical simulation

instantaneous interatomic distances may be significantly smaller than during static

gradient-descent structure analysis. The author of this paper agrees wholeheartedly

with this claim – most TBMD simulations that tried to employ parameters that

were not especially tuned for dynamical calculations quickly broke down, because

the system had become unphysical at certain configurations. This unphysicality is

evidenced either by the overlap matrix becoming not-positive-definite or by any of

the two-centre overlap integrals becoming larger than 1 in absolute value. The nanoTB

computer code, described in Chapter 3, performs a physicality check of the system

under study at every timestep of the computation.
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The last comment on the NRL-TB variant relates to its implementation in the

form of computer code. The only such implementation known to the author of this

paper in 2004 was TBMD by F. Kirchhoff and F. S. Khan. Unfortunately, the NRL-

TB variant is used by the United States Department of Defense (DoD), and the

distribution of the computer code is limited to DoD employees [56]. This constitutes

the reason for which the NRL-TB method was reimplemented, in the nanoTB computer

code, for details see Chapter 3.

2.2.3. Performance considerations

In Section 2.2.1, the O(N3mat) scaling of matrix diagonalization, a key compo-

nent of a tight-binding calculation, was highlighted. This unfortunate scaling directly

translates into a limitation on the size of the system that can be tackled with the

tight-binding method. Depending on the computational power of the machine and

the time one is willing to invest in the computation, this limit would lie somewhere

close to 1 000 atoms.

2.2.3.1. Order-N (linear-scaling) tight-binding. To address this problem, a lot of

effort has been put into circumventing the matrix diagonalization step involved in the

original incarnation of the tight-binding method. From this effort several so-called

order-N variants were born, of which four are notable: the density matrix method

(DMM), the bond-order potential method (BOP), the global density of states method

(GDOS), and the Fermi operator expansion method (FOE). For an excellent review

of the properties of these, see [57]. Here only several comments will be made, mostly

regarding the applicability (or rather lack thereof) of the order-N methods to the

systems under study in this paper. These comments are based on observations made

in [57], and the subsequent paragraph as a whole should be viewed as a selection of

statements made therein, unless explicitly stated otherwise.

First and foremost, all order-N methods are based on further approximations

to the original tight-binding formalism. Although, from the mathematical standpoint,

the specific approximations vary between the methods, the underlying assumption is

that of bonding locality. No rigorous justification of the approximations is made,

and post hoc validation of results is employed or the decay of Wannier functions

(exponential for semiconductors, following a power law for metals) is invoked. In

the DMM method, a cutoff radius is postulated, beyond which the elements of the

density matrix are assumed to be zero. The resulting sparsity of the density matrix

allows for O(Nmat) scaling. The density matrix decays exponentially for insulators

[58], but for metallic systems this decay apparently follows r−2ij [59], which is to the

disadvantage of the DMM method. For this reasons DMM works well for insulators,

whereas for metallic systems the computational time required to reach reasonable

convergence in energies is two to three orders of magnitude (!) beyond acceptable.

The BOP, GDOS and FOE methods rely on moment expansion of either the density of

states or the Fermi function, so that the individual eigenvalues and eigenvectors are

no longer needed [60]. In the BOP method the density matrix is expanded in terms of

moments in such a way that only the elements of the density matrix within the same

range as that of the Hamiltonian need to be computed. In the GDOS method, the

band-energy contribution to the force acting on any atom in the system is expressed

in terms of spatial derivatives of moments of the density of states. Passing from local
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to global moments allows for a computationally efficient determination of the forces,

at the expense of slower convergence in energy. The method is unstable beyond 20

moments. The FOE method relies on an expansion of the Fermi function in powers

of the energy, which is equivalent to an expansion of the density matrix in terms

of the moments of the Hamiltonian. To obtain an accurate representation of the

Fermi function, unusually large electronic temperatures (in the order of 104K) must

be used, which may cause the results to depart significantly from the behaviour at

lower temperatures. Energy convergence is slow. Moments methods are moderately

applicable to metals, but one has to keep in mind the additional approximations made.

It can be shown [60–62] that O(N2mat) scaling is unavoidable to obtain a physically

sound description for a metallic system.

Second, the O notation describes asymptotic behaviour of an algorithm, and

the scaling prefactor is universally larger in order-N methods, with the efficiency

cross-over point at about two hundred atoms.

Finally, many interesting properties (e.g., the inverse participation ratio (IPR),

Mulliken populations, some optical and dielectric properties) can only be obtained if

the full spectrum of eigenvalues and all eigenvectors are determined.

2.2.3.2. O(N3mat) diagonalization bottleneck and parallel computing. With rapid pro-

gress in the field of parallel computing and in view of the Moore’s law [63] (which

promises exponential growth of computational power with time and keeps holding

despite a constant stream of predictions to the contrary), significant amount of

research has also been devoted to trying to overcome the diagonalization bottleneck

with sheer computing power.

The inherent O(N3mat) bottleneck of tight-binding computations for metallic

systems cannot, unfortunately, be alleviated by using massively parallel computers.

The reason for this is that solving the generalized eigenvalue problem parallelizes

poorly [64], mostly due to the large communication overhead associated with the re-

orthogonalization of the resultant eigenvectors [65]. Reordering parallel diagonaliza-

tion techniques, such as presented in [66, 60], rely on the sparsity of the Hamiltonian

matrix, which, again, is a property of systems with short ranges of interaction.

The ScaLAPACK5 [65] library gives means to solve the generalized eigenvalue

problem in a parallel environment employing the Message Passing Interface (MPI)

[67], via the pdsyevx routine. Unfortunately, the need to re-orthogonalize the resul-

tant eigenvectors across processors (in the pdstein routine) immensely strains the

network bandwidth. Performance can only be increased by sacrificing (some) orthog-

onality, which eventually translates to modeling incorrect physics. The amount of

communication across the processors is so great, that in an 8-processor setup, with

the machines connected by a state-of-the-art InfiniBand interconnect [68] a speedup

of only 2.5 was achieved by the author, which is extremely disappointing, given the

complication of the code incurred by the block cyclic matrix distribution required by

ScaLAPACK. Because the difficulty lies in the re-orthogonalization not lending itself

5. ScaLAPACK is a parallel version of the LAPACK (Linear Algebra Package) library for

numerical linear algebra.
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to parallel processing, the traditional (orthogonal) eigenvalue problem is easier to

parallelize – Di Martino et al. report a speedup of about 5 for 8 processors in [69].

An alternative which is parallel, but not massively, is to use a multithreaded

BLAS6 library and traditional (non-parallel) LAPACK routines (dsygv or dsygvd).

The author has found this to yield a speed-up of only 4.0 on an eight-core shared-

memory Intel Xeon machine, which is slightly better. Naturally, this solution does not

scale beyond a single machine and so cannot be made massively parallel.

2.3. Simultaneous molecular-dynamics and tight-binding

computation

Sections 2.1 and 2.2 make it clear that, generally speaking, two disjoint

approaches to atomic-scale computations can be pursued. Within the classical scheme,

one sacrifices accuracy for the ability to simulate larger systems, whereas by choosing

quantum based computations, one gains accuracy and transferability at the price of

being confined to systems of less than 1 000 atoms.

In the last two decades, substantial research has been devoted to the investi-

gation of the possibility of combining the two methodologies [3, 70–73], (overview in

[4]). This is motivated by the existence of systems that are inherently multiscale in

nature, i.e., those where phenomena at one (length-, energy- or time-) scale, requiring

accurate quantum-based description, coexist with phenomena at another scale that

are satisfactorily described by more crude, classical approaches. An excellent example

of such a system – a cracking silicon plate – is described in [71]. In the vicinity of

the crack tip, the continual cessation and reconstruction of chemical bonds necessi-

tates the use of a quantum-based approach. Further away from the crack tip, classical

molecular-dynamics calculations suffice, and further away still, where the system un-

dergoes purely elastic deformation, the finite element approach is sufficent to correctly

describe the relevant phenomena. Approaches that attempt to combine methodologies

typical for differing scales are variously termed cross-scaling, multiscale or hybrid.

The nanoindentation process, which serves as an example use case in this work,

also lends itself to multiscale modelling. At the point of contact between the tool-

tip and the workmaterial, chemical bonds are continually broken and reconstructed

and the atoms in the immediate vicinity are heavily displaced from their crystalline

positions (cf. Figure 2), assuming configurations that are “foreign” to the empirical

potential. Such distorted configurations are also present up to several atomic layers

below the tool-tip, and, during instantaneous slips of portions of the workmaterial

along slip planes as it is penetrated by the tool, dislocations (differing substantially

from the crystalline structure) propagate through the workmaterial. Most of the

system, however, only deforms elastically or (as is the case for the atoms that

constitute an infinitely hard tool) remains in perfect lattice positions, where mole-

cular-dynamics treatment suffices to capture the relevant phenomena.

The difficulty in constructing a successful multiscale model lies in the correct

treatment of the interface between the two methods. First, one has to realize that the

two length scales depend on one another – in the case of nanoindentation, the kinetics

6. BLAS (Basic Linear Algebra Subprograms) is a low-level vector- and matrix manipulation

library. BLAS routines are utilized in higher-level libraries, such as LAPACK and ScaLAPACK.
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Figure 2. A snapshot of a typical configuration in a nanoindentation simulation, showing (A)

the displacement of atoms from their crystalline positions in the vicinity of the point of contact

between the tool and the workmaterial. Atoms further away (B),

on the other hand, retain their crystalline positions

of the bond-breaking at the point of contact dictates the subsequent deformation of

the workmaterial. On the other hand, the strength of particular bonds depends on the

local configuration of the workmaterial atoms. Stress waves carrying potential energy

must propagate correctly out of the quantum-based region into the remaining part of

the system; if the interface between the two approaches is not implemented correctly,

they might reflect or scatter at the interface boundary. Second, as the quantum-based

computation is limited to atoms within a certain spatial region, an artificial isolation,

which results in the truncation of chemical bonds across the region’s boundary, is

introduced. Because the boundary atoms are now undercoordinated, the obtained

forces become disrupted, with the magnitude of the disruption being largest in the

vicinity of the boundary.

The aforementioned “interfacing difficulties” have plagued multiscale methods

since their inception [3, 74]. Typically this problem is amended, to a certain degree,

by constructing a so-called handshaking region at the point of contact between the

two approaches – either consisting of atoms or located between the atoms. The

properties of atoms contained in the handshaking region (or, respectively, joined by

the bonds that cross the region boundary) are then artificially modified to ensure

force consistency between the two approaches. For instance, the bonds that have

been severed by isolating the quantum-based part from the rest of the system may be
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Figure 3. A schematic of a nanoindentation simulation. The proposed quantum-based region is

cylindrical in shape, the cylinder axis is positioned on the tip edge of the tool. Periodic boundary

conditions are in effect in the direction parallel to the cylinder axis. The atoms taking part in the

TB computation are drawn in white. In typical simulations the TB region would be larger

saturated by the introduction of so-called link-atoms. In some approaches, these atoms

are often given the epithet virtual, which serves to remind that they are not a part

of the simulated system, as seen from the point of view of the classical approach, and

that their only role is to terminate the dangling bonds (as seen from the perspective

of the quantum-based computation). In others, the link-atoms are also present in

the MD computation. In order to “fix” the wave function that would otherwise be

distorted by bond cessation, monovalent atoms are usually chosen – in the simplest

formulation hydrogen atoms may be employed, in more careful approaches, artificial

monovalent atoms of the desired mass may be introduced – e.g. [71] advocates the use

of ‘silogen’ atoms, monovalent atoms with the mass of Si, to terminate broken Si-Si

bonds. The degree of artificial intervention into the dynamics of the system in the

handshaking region varies between particular variants of the general approach – the

link-atom method (LAM) [75]. In some variants of this method, the authors propose

to constrain the link-atom to its equilibrium position (along the reconstructed bond)

[76] or to otherwise control the position of the link-atom (see e.g. [77]) to remove the

additional degrees of freedom introduced and to minimize the effect of the substitution

on the wave function of the fragment of the system treated in the quantum-mechanical

manner. For details of the latter approach (termed the Scaled-Position Link-Atom

Method or SPLAM) and a short review of the common techniques, see [78].

Even if the broken bond can be satisfactorily saturated by the introduction of

a link-atom, and force continuity is achieved at the boundary, the constraints imposed

on the link-atoms introduce constraint forces on the atoms on the boundary on the

quantum region. This additional constraint field is not reflected in the Hamiltonian,
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leading to violations of energy conservation [4]. Some more careful approaches manage

to conserve total energy [70].

The aforementioned techniques work only in case of covalent bonding (such as

Si-Si) or otherwise simple σ bonds, such as those occuring between carbon atoms

in CH2 groups often found in proteins [78]. In fact, a large proportion of the cross-

scaling efforts reported in the literature is more biochemically oriented [75, 76, 78],

with systems under study usually including solutes in complex solvents, where the

solute is modelled accurately by a quantum-based approach and the solvent is treated

classically (among chemists multiscale techniques of this kind are often referred to

as QM/MM methods). In such systems, the inclusion of polarization effects and

Coulombic forces is of utmost importance.

More advanced methods (employed e.g., by the research group of Vashishta,

see [70, 79]) allow for the correct multiscale treatment of more complex systems,

such as the study of oxidation of Si surfaces. These approaches utilize DFT-based

techniques for the quantum-mechanical part, owing to recent advances in real-space

DFT methods and huge computational power available the researchers in question.

Even those multiscale techniques, however, approach the problem of unsaturated

valencies in the quantum-based region with the use of link-atoms [70], and for this

reason they can only be applied to insulators, such as ceramics or semiconductors.

Metallic systems, in particular those involving d-band metals, are rather distinct

from the systems described above. In systems involving metals, the difficulties tied to

the Coulombic effects and resulting polarisation are absent – on the other hand, simple

bond-saturation techniques utilizing link-atoms cannot be applied, as there are simply

no bonds, in the usual pairwise sense, to join the atoms. The delocalized nature of

the metallic bonding calls for the employment of different techniques altogether, and

prior research has deliberately concentrated on non-metallic systems because of their

ease of treatment [71, 73, 79]. The following sections describe the author’s attempts

at filling this important gap in the application of multiscale methods.

2.3.1. Linear embedding

The author’s first attempt at reasonable interfacing of tight-binding and mole-

cular-dynamics was as follows. The author has conceded to the fact that unterminated

valencies will be present in the TB region but has instead concentrated on reducing

their influence on the atomic trajectories, relying on a simple observation that the

distortion in the forces resulting from the cessation of bonds at the perimeter of the

quantum-based region was heaviest in the immediate vicinity of the contact between

the two regions and that several Å away the resulting disruptions would be smaller

in magnitude. In other words, the forces acting on the atoms closer to the centre

of the quantum-based region would be only mildly affected, whereas the magnitute

of the disruption would increase toward the perimeter of the region. Assuming that

the region is positioned in such a way that the atoms closer to the perimeter of the

region would be closer to equilibrium positions than their counterparts closer to the

region centre, more credence is given to the MD forces for the atoms close to the

region perimeter. This was achieved by taking for the force ~Fi, acting on any atom i
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within the region, a weighted average of the TB force, ~FTBi , and the MD force, ~FMDi ,

the weight being the relative distance, d, of the atom from the region centre:

~Fi= d · ~FMDi +(1−d)~FTBi , (33)

where d changed linearly from 0 (atom(s) in the centre of the region) to 1 (atom(s) on

the boundary of the region). For a spherical region the distance was measured from

the centre of the sphere, for a cylindrical region the distance from the axis of the

cylinder was used. This “force mixing” procedure was meant to result in a gradual

switching from the TB forces to the MD forces, as the former became more unreliable.

Note that the scheme requires the computation of ~FMDi for all atoms in the system,

including the atoms treated quantum-mechanically.

Of course, the introduction of such rather arbitrary force mixing leads to a non-

conservative total Hamiltonian. Also, Newton’s third law of motion would not be

strictly satisfied, because forces acting on some atoms would be a mixture of forces

resulting from two Hamiltonians vastly different in nature. Another drawback of this

approach consists in the fact that most of the quantum-based forces in the outer

part of the region are mixed-in with a very small weight, meaning they are effectively

discarded. For a spherical region the average weight of the MD forces is:

<d>linsph=
1

4π/3

∫ ∫ ∫

√
x2+y2+z2<1

√

x2+y2+z2dxdydz= 0.75, (34)

meaning, statistically, only 1/4 of the quantum-based force computation effort is used,

the rest being discarded. Similarly, for the cylindrical case one obtains:

<d>lincyl=
1

π

∫ ∫

√
x2+y2<1

√

x2+y2dxdy=
2

3
, (35)

which means that for a cylindrical region 2/3 of the computational effort is (statisti-

cally speaking) discarded.

Thus, in order to retain the desired quantum-based force accuracy, the region

must be extended and the number of atoms it encompasses must increase – by a factor

of 4 (for the spherical case) or 3 (cylindrical case), which obviously translates to larger

computational times. The full impact of this difficulty is only seen, if one recalls that

traditional TB formulations scale in computational time as O
(

N3mat
)

, because of

the matrix diagonalization involved7. The memory consumption is dictated by the

Hamiltonian and overlap matrices, and it grows as O
(

N2mat
)

. For the spherical case,

the fourfold increase of the number of atoms thus translates to a 64-fold increase in

computational time and a 16-fold increase in memory consumption. For the cylindrical

case the respective factors are 27 and 9.

Unfortunately, these are not the only shortcomings of this approach (termed

linear embedding further in the text), this is demonstrated by two simple tests that

were performed to validate the technique.

7. Section 2.2.3 describes in detail why better-scaling variants (so-called order-N methods)

cannot be used here.
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In the first test the behaviour of the proposed technique was investigated for

a selfinterstitial defect in Cu. 13 500 Cu atoms were placed in a cubic periodic supercell

at equilibrium fcc lattice positions. Initial velocities were drawn from a Maxwell-

Boltzmann distribution for 600 K. A self-interstitial defect was then introduced by

adding an extra Cu atom into the system, positioned accordingly. The Sutton-Chen

potential [24] with a cutoff of 9 Å was used for all atoms and a spherical TB region

of 14 Å in diameter was then centred on the defect, in an attempt to model the defect’s

behaviour more accurately than utilizing the empirical potential alone. In this setup,

the shortcomings of the proposed technique immediately became obvious. The MD

forces acting on the atoms on the perimeter of the TB region had magnitudes typical

for a heated crystalline phase, with the atoms barely affected by the interstitial 7 Å

away. The TB forces on these atoms were, however, two to three orders of magnitude

larger, reflecting the fact that a calculation for a spherical cluster with an interstitial

inside, rather than bulk crystal, was realized and substantial surface effects were

present. The linear embedding scheme correctly assumed that these forces should be

ignored in favour of the MD forces, however, even very close to the region boundary

(say, with d= 0.95) the force computed from Equation (33) was overestimated by an

order of magnitude or so, owing to very small values of the MD forces, leading to

unphysical behaviour.

Similarly worrying results were observed in a second test designed to validate

the technique. The test involved a cuboid of 1638 copper atoms carved out from bulk

Figure 4. Example of artifacts introduced by the linear embedding method, described below.

The position and shape of the TB region is indicated in white, and the atoms shown in white take

part in the TB computation. Panel a) shows the configuration shortly after the simulation was

started. Panel b) shows the configuration 2.5 ps later
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crystal, mimicking the workmaterial to be machined in a toy model of ultra-precision

machining (cf. Figure 4, panel a). The left and bottom surfaces of the cuboid were

artificially fixed. A cylindrical TB region (reflecting the periodic boundary conditions

imposed along the direction of the cylinder’s axis) was centered on one of the edges

of the workmaterial. The Sutton-Chen potential was used for the whole system, the

temperature was 300 K. The scenario was similar to that of the first test – very small

MD forces corresponding to thermal vibrations around lattice position were easily

dwarfed by strong TB forces resulting from the isolation of the TB region from the

rest of the workmaterial. Here, the TB forces were even larger in magnitude than

in the first test, as the surface effects attempted to curl the system encompassed

by the TB region into a cluster. Under these circumstances the lack of total energy

conservation led to a marked local increase in temperature, effectively melting the

surrounding material. The result, clearly showing the deficiency of the technique, is

shown in Figure 4, panel b.

2.3.2. Nonlinear embedding

With the linear embedding technique spectacularly failing both tests designed

to validate it, it became obvious that a more sophisticated method of combining

the TB and MD forces is needed.

The subsequent attempt utilized a method similar in concept to the one

described, but using a more aggressive mixing in of the MD forces, effectively

discarding almost all the forces on the outside of the TB region. A smooth nonlinear

function similar to the cutoff function used in the NRL-TB method [41] was employed

to effect a transition from the TB forces to the MD forces. Instead of Equation (33):

~Fi=w(d)~FMDi +(1−w(d)) ~FTBi , (36)

was used, where

w(d) =
1

1+exp(− dl0 +5)
, (37)

with l0= 0.06.

This improved embedding, utilizing nonlinear weighing of the TB and MD forces

has proven more successful. More detailed tests will be described in Section 4.2, here

only a quick comparison will be presented, which serves to demonstrate how the new

weighing is better-behaved. These results were published in [80]. Consider a cylindrical

quantum region of diameter 13.25 Å placed on a surface of a cuboid, with the cylinder

axis parallel to the cuboid edge. This system consisting of 4305 total atoms and

120 TB atoms (approximately, the number varied by several atoms with time) atoms

was simulated for 8 ps, and results of the two mixing methods were compared by

visual inspection of the resulting configurations, a pair of which is shown in Figure 6.

The artifacts introduced by the nonlinear method can be seen to be markedly

smaller, although still visibly present. This, naturally, comes at the cost of having

to extend the region in practical applications, as the atoms further than d = 0.5

from the region centre are effectively driven by the MD method, although their

inclusion in the TB calculation serves to create a proper local quantum environment

for the atoms closer to the region centre.
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Figure 5. The shape of the weighing function w(d) (cf. Equation (37)). Note w(0)≈ 0, w(1)≈ 1

Figure 6. Artifacts introduced by unterminated valencies of the TB region using (a) linear;

(b) nonlinear embedding. A snapshot of a representative configuration, one at t= 0.85 ps, for both

techniques is shown, with the TB atoms drawn in darker colour

Although the improved embedding method introduces less artifacts into the

behaviour of the simulated system, this comes at a high price – nonlinear force mixing

leads to discarding of even a greater proportion of TB forces than linear mixing.

For a spherical region the average weight of the MD forces, assuming nonlinear

force mixing, is:

<d>nonlinsph =
1

4π/3

∫ ∫ ∫

√
x2+y2+z2<1

w
(

√

x2+y2+z2
)

dxdydz≈ 0.962, (38)

meaning, statistically, only 3.8% of the quantum-based force computation effort is

used (sic!), the rest being discarded. Similarly, for the cylindrical case one obtains:

<d>nonlincyl =
1

π

∫ ∫

√
x2+y2<1

w
(

√

x2+y2
)

dxdy≈ 0.898, (39)

which means that for a cylindrical region 89.8% of the computational effort is

(statistically speaking) discarded.

Recalculating the corresponding increase in computational time and required

memory introduced by the need to accordingly enlarge the region in the same manner
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as was done in Section 2.3.1, one obtains a very pessimistic estimate of 18713- and

705-fold increase (in computational time and memory, respectively, for the spherical

case) and a 948- and 96-fold increase (in computational time and memory, respectively,

for the cylindrical case). It becomes obvious, with the above requirements bordering

on absurd, that the TB region simply cannot be extended as required, and one has no

other option than utilize as large region as possible and only then analyse how many

atoms were in fact (statistically speaking) treated quantum-mechanically.

On a typical serial machine of today it is possible to perform TB computations

employing the NRL-TB variant for a metallic system of at most 800 atoms in reasonable

time (one timestep takes about 1 000 s of computational walltime, which is almost

prohibitive). With this in mind, the conclusion is reached that even with such a large

TB region one effectively treats quantum-mechanically only 30 (spherical case) or

81 (cylindrical case) atoms if the nonlinear embedding is utilized. The prospects for

increasing computational performance so that systems considerably larger than 800

atoms could be treated with tight-binding are bleak – the difficulties were summarized

in Section 2.2.3.

2.3.3. Learn-on-the-Fly

The Learn-on-the-Fly (LOTF) technique, due to Csànyi et al., described in [73]

in 2004 addresses the interfacing problem plaguing cross-scaling methods in a novel

way. Two core features distinguish it from preceding approaches.

2.3.3.1. Cluster-based force computation. First, instead of performing one quantum-

based computation for the whole quantumbased region, one independently calculates

the forces on each of the atoms within the region, by performing successive quantum

computations for small clusters, rclucut in radius, centered on subsequent atoms in

the region, discarding all the forces except on the central atom in each cluster.

This approach is based on the assumption that truncated bonds and resulting force

disruptions several Å away from a central atom have negligible impact on the force

acting upon it.

This switch from a large computation for N atoms to N indepedent compu-

tations for k atoms each (N being the number of atoms within the region, k – the

number of atoms within a cluster) has two advantages. First, one obtains accurate

forces on all the atoms within the region, and second, if k is sufficiently smaller than

N or, equivalently, if N is large enough, the O(N3) bottleneck of even the computa-

tionally cheapest quantum-based methods, such as TB, is avoided, the new approach

then scaling as O(N) albeit with a large prefactor proportional to k3. Note how

by discarding all the obtained forces except the one on the central atom of each

cluster, the difficulties related to the isolation of the quantum region are cleverly

avoided.

The drawbacks of the approach are as follows. First, since the forces are now

calculated independently, Newton’s third law of motion is not strictly satisfied and

the total force in the region is not zero, although its magnitude is expected to be

small if the clusters are large enough. Second, the resulting Hamiltonian is, clearly,

not conservative, because the indepedent calculations need not be consistent with

each other. Finally, to ensure that the force on the central atom is fairly accurate, the

number of atoms in the cluster, k, must not be too small, a cluster of 7–10 Å in radius
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Figure 7. A schematic representation of the cluster-based approach to force computation in the

LOTF scheme. Instead of performing a single quantum-based computation (cf. panel a) for all the

N atoms in the quantum region (shown in green in both panels), N independent quantum-based

computations are performed, each for a cluster of k atoms centered on an atom from the quantum

region. Only three exemplary clusters out of N are shown for clarity, drawn in yellow (panel b).

Note how atoms located outside the quantum region can also become part of any of the clusters.

Note also that for every cluster all the obtained forces are discarded, except for the one obtained

for the central atom of the cluster (here shown in black). For clarity, smaller numbers are shown,

the application of the method to nanoindentation would require N in the order of 500–5 000 and

k – in the order of 100–200, whereas Csànyi et al. studied systems with N in the order of 100–300

will contain 100–300 atoms, depending on the species under consideration. With lower

k comes lower accuracy of the obtained force, but higher values of k cause a cubic

increase in computational time. Figure 8 illustrates how, depending on the value of

k assumed, the cluster-based computation will surpass the original formulation in

computational efficiency only beyond some threshold value of N , i.e., for adequately

large system sizes. The conclusion is thus drawn, that the cluster-based formalism is

not applicable to small systems. The independence of the calculations for the clusters

offers an easy opportunity to utilize a parallel computing architecture, ameliorating

the above-mentioned problem to a certain extent.

2.3.3.2. Passing the quantum-based knowledge to the empirical potential. The second

concept underlying the LOTF method consists in using the accurate forces obtained on

the atoms within the quantum region to re-parametrize the MD potential, instead of

directly driving the atoms. The notion of global potential parameters is abandoned,

each atom in the MD simulation now having its own set of parameters. These pa-

rameters then undergo optimization, using the quantum-based forces as input, which

aims to minimize the square difference between the desired (“target”) forces, and the

forces obtained from the application of the optimized potential. This optimization is,

in principle, applied to all the atoms in the system, yet in practice the parameters

are shown to vary appreciably only in the vicinity of the quantum region [73]. The

atoms outside the quantum region, for which no quantum-based force was computed,

use the original MD force as the target for optimization. This approach has two di-

rect advantages. First, the MD engine can be applied to all the atoms in the system,
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Figure 8. Theorethical scaling properties of the original formulation in which the whole region

undergoes a simultaneous quantum-based computation (red) and the LOTF formulation (blue)

for different values of k (number of atoms inside a cluster), k1>k2>k3.

With increasing k the number of atoms below which the LOTF formulation

is inferior in efficiency rises, i.e. N1>N2>N3

obviating the need for an explicit interface between the two partitions of the system.

Second, the quantum-based computation need not be performed at every MD step,

e.g., it may suffice to re-parametrize the potential every, say, 10 steps, which clearly

translates to a shorter simulation walltime. In this way, the system essentially follows

a phase-space trajectory dictated by classical laws, but this trajectory is periodically

corrected utilizing information derived from the quantum-based computation. The

original formulation treats the quantum-based computation in a black-box manner,

i.e., it doesn’t depend on the details of any particular electronic-structure method

– [73] presents preliminary results obtained using both a variant of TB and DFT

calculations.

The drawbacks of the approach are as follows. First, since the parameters of the

potential vary with time, the system Hamiltonian is not conservative and total energy

conservation is, again, compromised, with the system energy changing abruptly after

every reparametrization of the potential. Although these jumps in the total energy

are small in magnitude (in my experience, in the order of 0.2%), their exact impact

on the physicality of the system is not clear. Further refinements to the method [81]

utilize a predictor-corrector approach to smooth out the abrupt transitions in the

phase space, by employing a gradual shift in the MD parameters.

The original LOTF method has been demonstrated to work for a semiconductor

system, an application to water molecules has also been attempted [82], albeit with

a modified version, where instead of optimizing the potential parameters, a system

of virtual springs connecting selected atoms is introduced, and it is their stiffnesses

that are optimized. This has the advantages of decoupling the optimization from the

specifics of the potential used, lifting the requirement to recompute MD forces during

every step of the the optimization stage, and making the optimization linear, yet it
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Figure 9. A schematic showing the partitioning of the system into regions relevant during the

parameter optimization procedure. Atoms contained in the quantum region (shown in green) are

the ones that have quantum-based forces computed. The optimization of the potential parameters

is restricted to atoms contained in a larger fitting region (shown in blue, also encompassing the

atoms in green). The least-squares error between the target and current forces on atoms contained

in a, larger still, shell region (shown in red, also encompassing the atoms in blue and green) is used

as the objective function of the optimization. The atoms shown in black and white do not take

part in the parameter optimization and employ the usual, unchanged potential parameters,

although they may take part in the quantum-based computation, provided k is sufficiently large,

as indicated earlier. The terms “fitting” and “shell” are introduced in this work

and do not appear in the original formulation of [73]

seems that the original formulation better captures the physics underlying the whole

process. The notion of the potential being locally reparametrized, as if by performing

on-the-fly experiments for parts of the system and tuning the parameters to reproduce

the results of these virtual experiments seems much more plausible than having the

system driven by an unmodified MD potential and a set of springs connecting atoms

ad hoc, even if the springs hold some quantum-based knowledge hidden in their force

constants.

2.3.4. Failure of the direct application of the Learn-on-the-Fly approach to metals

The promising properties of the LOTF technique have enticed the author of this

work to attempt to utilize it to ameliorate the shortcomings of the earlier proposed

approaches – the linear and nonlinear embedding of the TB computation within the

MD framework, described in earlier sections.
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The original LOTF formulation was shown to give promising results for semicon-

ductor systems, which are described well by a three-body Stillinger-Weber potential

(6) [18], whose three-body terms can be decomposed into a product of pairwise terms

[83]. As already pointed out in Section 2.1.2, metallic bonding is poorly described

by pairwise potentials, which, by construction, predict zero Cauchy discrepancy pres-

sure. To arrive at a reasonable description, the potential must include local volume-

or local density-dependent terms [22]. The Sutton-Chen potential [24] (10) described

in Section 2.1.2 gives reasonable results for d-band metals, such as Cu, Ni or Ag.

Properties, such as elastic constants, bulk modulus, specific heat, cohesive energy and

lattice constants predicted by various parametrizations of the Sutton-Chen potential

[22, 24] are usually in good agreement with available experimental data.

Taking the gradient of (10) with respect to ~ri, in order to obtain the formula

for the force acting on any atom i in the system, one comes to the realization that

this force depends on the lattice sum on atom j, and thus on the positions of not only

all atoms within rMDcut from i, but also on all atoms within the same radius from j.

This is a direct result of the local density-dependence of the potential.

Formula (10) concerns monoatomic systems. In the LOTF formalism, every atom

has its own set of parameters, and in consequence, from the computational standpoint,

the situation resembles an alloy system. The Sutton-Chen potential can be extended

to alloys, where, in general, parameters of atom i may differ from the parameters

of atom j. In [84], Rafii-Tabar and Sutton give convincing “mixing formulas” to

calculate the potential parameters and the resulting force contribution on atom i from

a neighbouring atom j in such case. The relevant parameters (with the exception of

c) on atoms i and j are “mixed,” to obtain:

εij =
√
εiεj , aij =

√
aiaj , nij =

ni+nj
2

, mij =
mi+mj

2
, (40)

and the expression for the force acting on atom i becomes:

~Fi=−
∑

j 6=i

[

εij
rij2

[

nij

(

aij
rij

)nij

−mij
2

(

aij
rij

)mij( ci√
ρi

+
cj√
ρj

)]

~rij

]

, (41)

where

ρi=
∑

j 6=i

(

aij
rij

)mij

and ρj =
∑

k 6=j

(

ajk
rjk

)mjk

(42)

denote the lattice sums responsible for the density dependence, respectively, on atom

i and every atom j occurring in the sum in (41). In practice all the above sums are

evaluated only for atoms within rMDcut from the relevant atom. Notice, however, that

the sum in ρj iterates over all neighbours k of j, including atom i. An important

realization needs to be made here – that the force on any atom i will now depend not

only on the positions, but also on the parameters of all atoms j within rMDcut , and –

since it depends on local density ρj of j – on parameters of all atoms k within rMDcut
of j. To realize the impact of this, consider the numbers involved – the force acting on

any atom i depends not only on the parameters of i, but also on the parameters of all

its neighbours j within rMDcut (typically 120–500 atoms) and, to a much lesser degree,

on the parameters of the neighbours k of the neighbours (typically 800–3 500 further

atoms).
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For the sake of concreteness, the ensuing discussion will concern the application

of the proposed LOTF-like scheme to the study of nanoindentation. By focusing on

a concrete application, it will be possible to give estimates of crucial quantities, such

as numbers of atoms involved or approximate memory and time requirements of the

algorithm. The gist of the proposed technique, however, does apply to any metallic

systems of interest and is by no means limited to the study of nanoindentation.

Figure 10. A configuration snapshot in a nanoindentation simulation. Atoms in the

quantum-based region are drawn in green. Atoms in the fitting region are drawn in blue and green.

Atoms in the shell region are drawn in red, blue and green. The overall shape of the workpiece,

indenter and the relevant regions are outlined for clarity

A snapshot of a typical nanoindentation simulation is shown in Figure 10.

The indenter (tool) atoms are artificially controlled to make the indenter infinitely

hard. This is realized by setting their positions so that they move with a uniform

velocity. Assume the potential cutoff is rMDcut = 10 Å. A quantum-based region, in

the shape of a cylinder, is positioned at, or slightly below, the tip of the indenter.

Periodic boundary conditions are applied along the out-of-plane direction, hence the

cylindrical symmetry. The radius of the region is rreg= 10 Å and the region comprises

about 560 atoms, assuming the workmaterial is Cu. Having performed cross-scaling

simulations with regions of 7 Å in radius, the author believes that the radius of 10 Å

represents a sensible compromise between accuracy (obviously, one would like to have

the region as large as possible) and computational effort (with direct-diagonalization

tight-binding the time to perform one step of the simulation on author’s machine is

500 s and the walltime of the whole simulation is 255 days, which is unacceptably long).

Assuming the “neighbour-of-neighbour” contributions are negligible, it is sensible

to take a cylinder of radius rfit = rreg+ rMDcut = 20 Å as the subset of the system,

where the force optimization should act to modify the parameters of the atoms (the
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fitting region), which, under the assumptions above, will encompass about Nfit= 2200

atoms. Furthermore, it is now clear that every change of parameters within the fitting

region influences the forces on the atoms outside it – up to a range of another 10 Å,

even if once again the “neighbour-of-neighbour” contributions are ignored. In the

optimization procedure the square difference between the target and current forces

on atoms within a cylindrical region of rshell= rfit+rMDcut = 30 Å, (the shell region) need

to be calculated. In this case, it will encompass some Nshell= 4100 atoms.

We are now ready to fully appreciate the magnitude of the optimization problem

one needs to solve when tuning the parameters of the potential. The problem consists

in trying to optimize a highly nonlinear function of 11 000 variables (2 200 atoms, 5

parameters each), where the function yields a vector of 12 300 values (4 100 atoms,

3 force components each). Not only is this problem much larger than the one posed

in [73] (where 90–200 atoms were treated with the quantum-based method, and the

shell region encompassed at most 400 atoms), but also the Jacobian matrix involved

in the optimization is in this case much more dense, because of the longer range of

the interaction and the many-body nature of the potential. Furthermore, the force

derivatives constituting the Jacobian matrix elements are very involved in the case of

the Sutton-Chen potential, because the force formula itself is involved in the case of

alloy systems. Also, note that at each step of the optimization stage, the MD forces

need to be computed on all atoms i within the shell region, which, as stated earlier,

requires the computation of lattice sums for atoms j, some of which lie beyond the

shell region. Moreover, those lattice sums include in turn their neighbours k, whose

parameters and positions are also required – such a large dataset makes it difficult

to utilize look-up tables for the pairwise averages of (40) or the caching of atomic

distances, because there are simply too many (in the order of 108) pairs to consider.

The author has attempted to attack the problem directly, i.e., to implement

from scratch the original LOTF scheme into the nanoTB program with the Stillinger-

Weber potential replaced by the Sutton-Chen potential, using a high-performance,

nonlinear Levenberg-Marquadt optimizer called levmar [85]. Posed as such, the prob-

lem was found to be unwieldy because of its sheer size – the 11 000×12 300 Jacobian

matrix J , which is needed for the gradient descent occupies over 1 GB of storage.

Although with today’s computers this memory requirement is not extraordinary, it

means that the dataset is far too great to fit into the processor cache, straining the

processor-core-to-memory throughput. Also note that to fill the Jacobian matrix, one

needs to compute over 135 million of its entries, each of which is a derivative of the

complicated force formula (41). Iterating through the Jacobian matrix, these deriva-

tives are taken with respect to subsequent parameters of subsequent atoms. Let us

denote the current atom with respect to whose parameters we differentiate by l and,

for convenience, the generic parameter by γ, i.e., γ ∈ {ε, a, m, n, c}. The Jacobian

matrix entries are thus:

∂ ~Fi
∂γl

=− ∂
∂γl





∑

j 6=i

[

εij
r2ij

[

nij

(

aij
rij

)nij

−mij
2

(

aij
rij

)mij( ci√
ρi

+
cj√
ρj

)]

~rij

]



. (43)

At first it might appear that whenever l 6= i the derivative is zero, but this is not

the case, after all, the force on atom i does depend on parameters of other atoms
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Figure 11. A schematic showing how the requirement to compute forces on all atoms i within the

shell region further increases the number of atoms involved in the parameter optimization stage,

due to the many-body nature of the Sutton-Chen potential. An example atom i is shown in black

and the region of space up to rMDcut from it is circled in black and shaded. An example neighbour

j of i, on the perimeter of this region, is drawn in torquise and all the region of space in which its

neighbours k would be located is circled in torquise. Thus, the parameters and positions of atoms

from a region extending up to 2rMDcut beyond the shell region, here drawn in orange, are in fact

necessary to perform the parameter optimization (although, as stated earlier, the variation of

parameters is limited to the atoms within the fitting region)

(namely all neighbours j and their neighbours k). This fact is only made obscure by

the shortcut notation – in reality both ρi and ρj may contain terms that depend on

γl. This shows how involved a process the determination of the Jacobian matrix in

the case of the Sutton-Chen potential is. Finally, note that the Jacobian matrix is

hardly sparse – it would take a system substantially larger than several tens of Å in

each direction to finally break away from the “neighbour-of-neighbour” effects and

achieve substantial sparsity.

Apart from the actual force calculation for atoms in the shell region which

must be performed at every iteration of the Levenberg-Marquadt optimization, every

several steps, as the algorithm updates the gradient information, the following must

be computed (approximate times on an Intel Xeon 2.4 GHz single-core machine are

given in parentheses8):

– the aforementioned filling of the J matrix (28 800 s (sic!)),

8. All walltimes further in the text, unless stated otherwise, will be given with regard to this

“typical desktop of today” machine specification to give a rough idea of timing.
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– solving a set of linear equations, for which the levmar code offers a selection of

LU decomposition, QR decomposition, SVD decomposition and the Cholesky

decomposition, the latter being the fastest (500 s),

– the computation of the product J TJ (900 s).

In [73], for the case of Si, the authors limit the optimization step to a region

of 12 Å in diameter and note that about 30 conjugate gradient steps are necessary

to obtain desired convergence. Taking a conservative estimate of roughly 100 steps

necessary for the system and potential under study in this work, and assuming that

the gradient information updating takes place every 5 steps, and finally measuring

the time to compute forces in the shell region to be 150 ms, one arrives at an estimate

of the time necessary to complete the parameter optimization stage:

topt= 100

(

28800+500+900

5
+0.150

)

= 604015 seconds, (44)

which is almost precisely 1 week, or 3–4 orders of magnitude too much.

Let us now examine the possibilities of optimizing the process to reduce this

time by at least a factor of 103 (that would reduce it to 10 minutes, a barely

acceptable value). Arguably, the computation of J could be both optimized and

parallelized. In fact, the time stated above already accounted for the fact that the

routine that computed the Jacobian matrix has been carefully optimized. Most of

these optimizations base on the fact that during the parameter optimization stage,

the atoms do not move, hence atomic distances, their squares, components, etc. can be

stored in look-up tables. Similar tables can be employed to look up the values of ρ, its

square root and inverse, averaged parameters γij and so on, but these require careful

tracking of parameter changes and subsequent invalidation or recomputation of the

cached entries during the optimization stage. The optimizations are described in detail

in Section 3.3, here it only suffices to say that all the obvious and some of the less

obvious techniques have already been employed. Still, let us liberally assume that the

computation can be sped up further by a factor of three and that the geometrical data

decomposition can be used to split the computation across four eight-core machines. In

the same optimistic mood, let’s assume that this parallelization will incur no penalties

(zero network latencies, infinite network throughput, no cache conflicts among the

cores on the same system and so on). Further still, let’s assume that a certain loss in

accuracy is tolerable, which means that, say, half of the summands, e.g., coming from

more distant neighbours, can be ignored in the relevant sums, further slashing the

computational effort by two. In this way, one obtains an optimistic estimate of the

time required to compute the Jacobian matrix as 150 seconds, utilizing 32 computing

cores.

The computation of the matrix product J TJ could be sped up by delegating

the operation to vendor-optimized BLAS [86] (although levmar already includes

a cache-friendly version of this operation and in this particular case only half of

the product needs to be computed, due to symmetry considerations). Assuming the

vendor-optimized version is twice as fast and that it’s possible to hack it to make use

of the symmetry constraint, one obtains the estimate of 450 seconds for this operation.

Matrix product is nontrivial to parallelize efficiently [87], so the possibility to utilize

more processors is bleak. Cholesky decomposition is difficult to parallelize [88] and
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levmar already uses an efficient LAPACK-based implementation (dpotf2 routine), so

there is hardly any possibility to speed that part up. The overly optimistic estimate

of the time for the optimization stage to complete, after aggressive optimization were

to be employed, is thus:

toptimisticopt = 100

(

150+500+450

5
+0.150

)

= 22015 seconds, (45)

or over 6 hours, which is still about 2 orders of magnitude too much. In this way,

it becomes obvious that, even with aggressive optimization and parallelization, the

LOTF scheme cannot be used directly for systems of interest in this work, such as

systems described by the Sutton-Chen potential.

The author has also attempted to employ a gradient-free minimization approach

in the form of a genetic algorithm (GA), which also proved unsuccessful. If interested

in the details, the reader is referred to [5].

2.3.5. Divide-and-Conquer Learn-on-the-Fly

Having demonstrated that a system treated with the Sutton-Chen potential

does not lend itself to a direct application of the unmodified LOTF approach,

a different scheme will now be proposed, where the optimization stage is modified

to proceed in a divide and conquer fashion.

In this scheme, the optimization commences with the picking of an atom from

the fitting region and constructing a small cluster of nfit nearest neighbours, with

nfit being in the order of 10 (cf. Figure 12). A slightly larger cluster of nshell nearest

neighbours (nshell being in the order of 100) is also constructed around the chosen

atom. Further in the text, these clusters will be termed the local fitting region and

the local shell region, respectively, and the chosen atom – the grain centre. Several

steps of Levenberg-Marquadt minimization are then performed, with only the atoms

in the local fitting region having their parameters optimized and atoms in the local

shell region having their forces computed and compared with the target forces. This

partial optimization will be termed an optimization grain. Posed as such, the local

nonlinear optimization problem is tractable with the use of the levmar optimizer.

Assuming, for the sake of concreteness nfit = 5 and nshell = 100, one arrives at

a Jacobian matrix of only 7 500 elements, four orders of magnitude smaller than for

the global optimization problem. Furthermore, the minimization is not continued until

any desired convergence level, instead a predetermined small number of optimization

steps (e.g., 5) is taken.

After a single optimization grain is processed, force matching is clearly improved

in the local shell region and, hopefully, in the (global) shell region, although from

time to time a local improvement can lead to a global worsening, which is accepted

nonetheless. The procedure is then repeated, with different atoms picked from the

fitting region as grain centres. If care is being taken not to overfit locally (by limiting

the number of optimization steps), good global convergence is observed after several

thousand optimization grains. Tests have shown that picking every atom of the fitting

region is not generally sufficient to achieve desired convergence, i.e., repeated picking

of the same atoms and processing more than Nfit grains is necessary. The forces

are assumed to be sufficiently converged if the r.m.s. force difference in the (global)
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Figure 12. The subset of the system that is of interest during the optimization stage.

The quantum region, global fitting and shell regions are coloured as in Figure 9. The local fitting

region includes the atoms located within the circle shaded in blue. The local shell region includes

the atoms located within the circle shaded in red (encompassing also the local fitting region).

The atom in the very centre of the circles is the grain centre.

The optimization grain shown has nfit= 6, nshell= 17

shell region is below 0.01 eV/Å, which is in the order of 2% of the typical force

magnitudes occurring in the simulations under study. The same value is used in [73].

This is deemed sufficient, since the underlying TB calculations are not expected to

yield forces that are accurate to more than ≈ 0.05 eV/Å anyway, keeping in mind

they are computed using clusters of finite diameter. Typically, it takes 2Nfit to 10Nfit
optimization grains to reach this level of convergence, although the rate of convergence

drops considerably with the number of grains processed and for this reason a slightly

larger margin of error (typically 0.015 eV/Å) is employed in practice, in order to

reduce the computational workload.

Although the basic procedure is reasonably simple, several questions needed to

be answered before the algorithm was found to successfully converge to a satisfying

error level:

1. How should grain centres be picked from the fitting region?

2. What should be the starting parameters from which the optimization starts?

3. What should be the allowed ranges in which the parameters change?

4. How large should the local regions be, i.e., what are good values for nfit
and nshell?
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5. How many iterations of the optimization procedure should be performed in

a single optimization grain?

This chapter will answer questions 1. to 3., because the “right” answers

constitute a part of the proposed method itself. Questions 4. and 5. regard certain

parameters of the method, the exact values of which are not critical. For this reason,

they will be answered in Section 4.1, which is devoted to tuning these parameters.

Concerning question 1., it was determined by repeated numerical experiments

that picking the grains at random leads to slow convergence and to the optimization

getting stuck in one of the many local minima. Picking first the atoms with the largest

magnitude of error in the forces led to significant improvement. However, it was not

until the following procedure was applied that the improvement in convergence was

satisfactory. The proposed procedure is as follows. The optimization stage is divided

into a set number qmax of rounds, qmax being in the order of 10. In each round, only

atoms with a square difference in forces above a certain threshold e2min(q) (q being the

round number) are picked as grain centres. A round ends after all grains satisfying

this condition have been picked. The threshold is then decreased exponentially and

a next round is started. Specifically,

e2min(q) = 103.6432 ·10
−6−q

2

[

eV2

Å2

]

(46)

is taken (103.643 is a conversion factor between eV/Å and energy units internal to

the program), meaning that in the first round only atoms with an r.m.s. error in

the force above 1.84 eV/Å would be picked as grain centres. The second round would

deal with grains with an r.m.s. error in the force above 1.04 eV/Å (possibly including

atoms already picked in the first round) and so on. Thus, in the first round only atoms

with huge errors in the forces on them are treated, with the optimization gradually

progressing to atoms with typical and, finally, small errors in the force. Note that any

atom in the fitting region can be picked at most once in a round, but it may be picked

more than once, in subsequent rounds.

Referring to Figure 13, note that at the start of the optimization, the forces

are heavily mismatched for atoms in the quantum region and not mismatched at all

outside it (in the remainder of the shell region), because there the MD force is used

as the target for optimization. In the round-based approach, the optimization begins

with matching the most mismatched forces first, typically on only several atoms.

Then it proceeds to tuning moderately mismatched forces of the remaining atoms in

the quantum region. As local optimizations strive only to improve local matching,

disregarding longer-range effects of changing the parameters and as the forces outside

the quantum region are initially perfectly matched, any change in parameters can

only degrade the matching outside the quantum region (cf. Figure 13, panel b). This

sacrifice is readily made in the name of dealing with the most mismatched forces

first. Subsequent rounds of the optimization start to pick atoms outside the quantum

region, as the threshold delineating the atoms of interest decreases. The procedure

stops if either the desired convergence is reached, or a set number of optimization

grains is dealt with, without having reached convergence (in this case the algorithm

is found to have converged to a local minimum, which is usually close to desired error

levels).
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Figure 13. Four snapshots of the shell region in an example nanoindentation simulation, showing

the progress of the round-based parameter optimization stage, taken at a) the beginning, b) after

having processed 0.5% of grains, c) after having processed 8% of grains, d) having reached the

desired error level. The atoms are coloured according to the logarithm of the square error between

the target and current force. The scale is arbitrary, with green corresponding to an acceptable

error level (0.01 eV/Å), yellow to 0.1 eV/Å, red to 1 eV/Å and more, light blue to 0.001 eV/Å, dark

blue to 10−4 eV/Å and below, white to exactly 0. For clarity, the figure shows results for δ= 0

(δ is defined later in the text)

As far as question 2. is concerned, three possibilities have been investigated.

These are as follows:

a) starting the optimization from the original Sutton-Chen parameters every time,

b) using the values obtained recently as the starting point for the optimization,

c) the same as a), but with the original Sutton-Chen parameters somewhat

distorted.

Approach b) was found to give extremely poor convergence, ever digging deeper into

local minima, and was quickly abandoned. In approach c), every time the optimization

stage started, original Sutton-Chen parameters were assigned to all atoms in the fitting

region, and their values were multiplied by a random number picked from a uniform

distribution on an interval (1−δ,1+δ), δ usually being in the order of several percent.

Approach a) can be viewed as a special case of c), where δ= 0. The author’s findings

are the following. Too large distortions (over 10%) caused the initial force mismatch to

be so great, that the optimization could not reach convergence, getting stuck in a local

minimum far from the desired error level. Conversely, not distorting the parameters

enough (or not at all) gave better initial matching, but led to slow convergence which
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also was caught in a local minimum. The author has settled for a distortion of δ= 0.01,

although similar values led to similar convergence.

Finally, question 3., which is difficult to answer, will be addressed. Obviously,

constraining the allowed parameter values too much meant the optimization had

little room to manoeuvre, possibly being unable to reach the desired error levels. On

the other hand, the newly determined parameters are used for several timesteps,

with the atoms advancing to new positions. Too much freedom in the choice of

the parameters (recall that the parameters m and n are exponents) could lead to

unacceptably large forces in future timesteps. Also, giving the optimization too much

room to manoeuvre was found to contribute to local overfitting, because it was too

easy to fit the forces in an optimization grain. Marked improvement was observed

after the following procedure was applied. For the sake of clarity, let’s once again (cf.

Equation (43)) use γ to denote a generic parameter of the Sutton-Chen potential.

Let us further denote by γ0 its default value (as given by Sutton and Chen). In the

proposed approach, with each parameter γ a lower and upper bound, γmin and γmax,

respectively, was associated constraining9 the optimization so that every parameter

value is, at all times, contained within [γmin,γmax]. Typically γmin = 1/2γ0 and

γmax = 2γ0 would be chosen for all parameters. This gave the optimization rather

limited room to manouevre and by itself would typically not result in convergence to

satisfying error levels. To facilitate convergence γmin would then be slowly decreased

with the round number and γmax would be similarly increased. In that way the

optimizer would first try to get as good results as possible with a restricted range of

parameters. In later rounds, “difficult” configurations would be dealt with by allowing

the parameters to vary in a larger interval. At all times, certain lower and upper

“hard limits,” typically γ̃min = 1/3γ0 and γ̃max = 3x0 have been assumed10, beyond

which the varied bounds (and so the values of the parameters) could never move.

No parameter conditioning apart from the limiting described above was found to be

necessary. Typical distributions of parameter values after an optimization stage are

shown in Figure 14.

Two points should also be clarified regarding the “legal” values of parameters.

First, Sutton and Chen have limited themselves to integral values of exponents m and

n, but this was done for performance reasons. In the proposed scheme non-integral

values were allowed for m and n, since this was already the case in alloy systems,

where parameter mixing takes place. The second point regards the restriction ofm<n

implied in the Sutton-Chen potential. The default values for Cu are m= 6 and n= 9,

thus, with the assumed parameter ranges it would be possible to violate this restriction

locally. It was determined that this violation did indeed take place in < 0.1% of atoms,

in configurations of the system under study picked at random, without any visible

impact on the results. A reference simulation, in which the violation was explicitly

disallowed by taking m̃max= 7.5 and ñmin= 7.5, resulted in very similar macroscopic

behaviour.

9. The levmar computer code allows for the application of box constraints and linear constraints,

following the procedure described in [89].

10. The parameters m and n appearing as exponents in the Sutton-Chen potential were con-

strained slightly differently – m was constrained to [3,16] and n to [3,20].
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Figure 14. Histograms of parameter values taken from a representative simulation; before

optimization (dashed line), after 1600 optimization grains (solid line, left panel) and 5200 grains

(solid line, right panel). Values of the parameters (abscissa) are shown using a geometric scale.

Dashed vertical lines represent γmin and γmax, solid vertical lines represent γ̃min and γ̃max
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2.3.6. Parallel Divide-and-Conquer Learn-on-the-Fly

As already discussed in Section 2.2.3.2, solving the generalized eigenvalue

problem does not lend itself well to a parallel attack. The DCLOTF scheme, on

the other hand, offers promising opportunities for parallelization and the reader’s

attention will now be directed towards the possibility of exploiting these. Since the

parallelization of the DCLOTF method is not merely a technical issue, rather the

method itself needs to be substantially modified, the description of the modifications

is included here and not in the sections devoted to the performance or the structure

of the code.

Two sections of the algorithm account for over 98% of the computational

workload of the method – these are the quantum-based computation and the DCLOTF

parameter optimization stage. Other parts of the code, such as region selection or the

molecular-dynamics engine, although algorithmically complicated, do not significantly

contribute to simulation time.

The splitting of the quantum-based force calculation into indepedent parts

(clusters), as realized in the LOTF and DCLOTF schemes, renders the parallelization

of the first section a trivial manner. Delegating subsequent clusters to computational

nodes, which then concurrently perform the quantum-based computation easily allows

for massive parallelism. In the nanoTB code, a master-slave scheme was used, where

a master processor deals out clusters by storing them in a pool and slave processors

concurrently consume the clusters, removing them from the pool. Each of the slave

processors works on one cluster at a time, and immediately asks for another after

having finished. In this way, the workload is perfectly balanced across all slave

processors, until the cluster pool nears exhaustion. Measurements show close-to-

perfect scaling with the number of slave processors.

The parallelization of the second section, the Divide and Conquer optimization,

presents a much greater challenge, since gradient-based function optimization is

an inherently sequential operation. For this reason, the first attempt consisted in

paralellizing the force evaluation routine, because it is called repeatedly during

the optimization stage (typically 1–2 million times). The levmar optimizer allows

for the numerical estimation of the elements of the Jacobian matrix, J , by finite

differences, at the expense of additional calls to the force routine – the author found

this to be more efficient than the analytical computation of the Jacobian matrix

because of the extensive optimizations of the force routine already undertaken and the

complexity of the analytical formulae for J in the case of the Sutton-Chen potential

(cf. Equation (43)).

Splitting the lattice sums in Equation (10) across processors was out of the

question, because these represent too fine computational grains – computing the

force acting on any atom takes 20–30µs on one the example one-core machine,

depending on the cutoff radius, thus the communication overhead would dwarf the

actual computation time in any attempt to multithread the computation of this sum.

What was attempted instead, was a division across processors of the several tens

(= nshell) of force computations that need to be undertaken for every optimization

grain. The typical time to compute all forces within one gradient-descent step in

an optimization grain on the same Intel Xeon machine was 1 500µs and the NPTL
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[90] POSIX thread creation time was in the order of 100µs. Starting several threads

to concurrently work on parts of an optimization grain was thus an option and the

author implemented a multithreaded force computation routine. The obtained timings

were close to the expected values, e.g., for four threads the time dropped to approx.

(1500/4 + 4 · 100) = 775µs (a speed-up of 1.9) without hope of improvement with

increased numbers of threads, the obvious bottleneck being the thread creation time.

The second approach relied on a thread pool, where threads were created only

once and were then awoken using pthread cond signal() whenever an optimiza-

tion grain was ready to be processed. The overhead of signalling and waking threads

is substantially smaller than that of thread creation, and a speed-up of 3.1 on an

eight-core machine was achieved. Three factors that contributed to this rather disap-

pointing efficiency, as determined by careful profiling, were: a) the remaining thread

signalling/waking overhead, b) imperfect load-balancing across threads, c) penalties

for out-of-cache data access and insufficient processor-to-memory bus bandwidth for

concurrent accesses by eight cores, after careful elimination of so-called false sharing.

Better efficiency can be achieved for larger shell regions and larger cutoff radii, as

the computation time will increase, reducing the impact of factors a) and b). Factor

c) cannot be rid of easily, except by lowering the number of threads per machine –

because on the machine in question the processor cache is shared across each four

cores, with loads exceeding four threads per the two-processor, eight-core machine,

the cache hit ratio drops, the number of memory accesses surges and the process

becomes bound by memory bandwidth.

With only limited success in multithreading the force computation routine,

the author has attempted to parallelize the Divide and Conquer LOTF optimization

scheme itself, using MPI [67]. Given p processors, an attempt is made to concurrently

deal with p optimization grains, delegating each grain to a processor. The obvious

difficulty here lies in the fact that, in general, the grains can overlap, i.e., the

parameters of some atoms can be optimized (differently) by more than one processor.

Such atoms will be termed conflicting. The existence of conflicting atoms implies

a need for some kind of protocol for maintaining the consistency of parameters and

forces, forcing the processors to proceed in lock-step with the optimization. Also

implied is the impossibility of obtaining massive parallelism – the number of conflicting

atoms will quickly grow with increasing number of processors.

The devised procedure proceeds as follows. The loop that iterates over optimiza-

tion grains in each round enters an execution barrier (a synchronization primitive that

causes all p processors to wait for each other) every p iterations. On every processor,

all but one subsequent iterations (representing grains) are skipped, with the itera-

tion that is not skipped being different on each processor (meaning each processor

deals with a different grain). As the processors “meet up” at the next barrier, they

engage in a conflict-resolving procedure. During this procedure, the conflicting atoms

are discovered, and their final parameters are determined as averages over the values

obtained on all (usually only two, but in principle, up to p) processors that partici-

pate in the conflict. The parameters a and ε use geometrical averaging, the remaining

parameters are averaged arithmetically, as suggested in [84]. The results are commu-

nicated to all processors using message passing. Finally, the forces on all atoms in the
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(global) shell region are re-calculated (because parameter changes influence forces up

to 2rMDcut away, it is not sufficient to recalculate forces in the p local shell regions) and

the loop continues. Sanity checks are in place, which assure that the view of the final

system state is consistent across all processors.

With this scheme, moderately good speed-ups (4.1 for 8 processors, 6.8 for

16 processors, 10.3 for 32 processors) were achieved. Further scaling is seriously

limited by the increasing number of conflicts and increasing load imbalance – since

the processors need to engage in a synchronous conflict-resolving procedure, every

time the early-finishers have to wait for the last processor to compute its grain.

Measurements have shown that for more than 16 processors the algorithm spends

most of its time waiting on the barrier. To avoid this (and to decrease the incidence

of conflicts), the two schemes of parallelization may be combined – e.g., instead of

distributing the computation onto 64 cores via MPI, it is more efficient to use 16

processors with 4 threads, each utilizing one core. With this combined scheme it was

possible to achieve a speed-up of 11.6 on 32 cores and 17.8 on 64 cores. As such, this

is not very impressive, yet one has to keep in mind that the parallel decomposition

of an inherently serial gradient-descent procedure is difficult; also, the force-mixing

techniques (with diagonalization as the bottleneck) did not parallelize almost at all

(cf. Section 2.2.3.2). The nanoindentation simulations described in Chapter 5 used

24 cores for the smaller DCLOTF jobs (rreg of 10 Å, 12 Å and 15 Å), 32 cores for

the medium-sized jobs (rreg of 18 Å and 21 Å) and 48 cores for the largest jobs

(rreg of 25 Å, 30 Å and 36 Å).

3. The nanoTB computer code

3.1. The need for a new computer code

Before the computational methods described in the previous chapters could

be employed to study physical systems, they needed to be implemented in the form

of a computer code. Three functionally distinct parts would constitute such code –

the implementation of the two basic computational methods (MD and TB), and the

interface between these two. The interface itself could be viewed as composed of two

parts – the first being the implementation of the actual numerical method which

allows for a quantum-based and classical calculation to coexist (the DCLOTF method

serves this role); and the second, consisting of the algorithmic nuts and bolts which

would give means to carve out regions of the simulation box, which would then be

treated with the TB method and means to move and control the size of these regions

and to save and restore their state across restarts of the simulation.

Naturally, before undertaking the effort to implement anything, one researches

the possibility to re-use existing computer code, perhaps adapting it to one’s needs.

Several well-tested codes implementing the molecular-dynamics method, such as

DL POLY [91], moldy [92] or MDSIM [93] are available free of charge, yet none of

them allows for an easy realization of the non-equilibrium aspects of the simulation

the author intended to perform, i.e., they do not give the means to restrict the

movement of atoms along chosen directions or to apply arbitrary velocities or forces

to selected atoms. One computer code that already boasted these features was the
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nanoMD program, developed at the Gdansk University of Technology by M. Bia lo-

skórski. This C++ program was, in fact, created with typical NEMD applications in

mind, and has previously been used with success to study ultra-precision machining

of metals [94], metallic tool degradation during the nanocutting process [94], [95],

and the deformation of carbon nanotubes [96]. Also, the code was parallel-ready and

achieved good scalability [94]. With this in mind, it was a natural candidate to use,

after suitable adaptation, as the first building block.

With regard to the TB implementation, the situation looked significantly more

difficult. As mentioned in Section 2.2.2, the access to the computer code implementing

the NRL-TB method is restricted to the US Department of Defense personnel, because

the code has military uses [56]; the author does not know of any other implementation

of the method. Considering that the method itself was well described in the literature

([41–51]), the author has decided to re-implement it from scratch.

With the first two building blocks in place, the author had the means for

performing TB-driven MD simulations (often referred to as TBMD, a lesser version

of AIMD or ab initio molecular-dynamics), which are distinguished from the cross-

scaled simulations by the fact that all atoms in the simulation box are driven by

forces derived from the tight-binding formalism, and no subsets of the system are

designated, obviating the need for an interface. With this version of the code, duly

numbered 1.0, it was possible to verify the correctness of the implementation of the TB

method by performing TBMD simulations. The first successful test of the correctness

of the code11 consisted in the simulation of the structure of liquid gold in a periodic

supercell containing 500 atoms. The results [97] were in agreement with the findings

of the authors of the NRL-TB method [45]. In a subsequent test, a similar application

of the program to study liquid copper has also proven successful.

The next step in the design of the code was implementing the interface. The

algorithmic part of the interface was rather straightforward, in the sense that no new

methodologies had to be developed, from the programming standpoint, however, it

constituted a significant amount of work. The implementation of the LOTF method,

along with the steps necessary to adapt it for use with a many-body potential and,

finally, implementing the DCLOTF grain-fitting algorithm was a challenge, both from

the numerical and the programming standpoint.

The complete program (excluding the MD part, which was written by M. Bia lo-

skórski) is over 26 000 lines of C++ code long and took four years to write. The nanoMD

program itself is 15 000 lines long.

3.2. The structure of the code

The outline of the structure of the nanoTB program is shown in Figure 15.

During the project stage it was quickly deemed appropriate to externalize parts of

the code to a separate library to increase code reuse. For example, many utility

functions and classes, such as the logging facility, semaphores, timers, the parser, the

methods to work with the file format used to describe atomic configurations (the

11. Of course, from the formal standpoint, it is not possible to prove the correctness of a computer

code merely by giving examples of when it works correctly, one can, however, greatly improve one’s

confidence in it and eradicate the remaining bugs by running and applying it.

tq313x-i/253 5XII2009 BOP s.c., http://www.bop.com.pl



254 J. Dziedzic

.xyz file format), and – very importantly – the mathematical library, could be reused

in other projects, like the utility programs accompanying the nanoTB code (used to

visualize the results or generate initial configurations) or, in fact, different projects

altogether. Thus, after careful consideration, large portions of the code not specific to

the problem gave rise to the Framework library. Still, for the purpose of this paper,

this library is considered a part of the nanoTB project.

Figure 15. The structure of the nanoTB computer code. Blocks outlined with a dashed line were

not written by the author. The surface areas of the blocks in the figure roughly correspond to the

actual code size (as measured by the number of lines) of the respective parts

Figure 15 shows the main elements of the code, viewed from the perspective of

the numerical methods involved, i.e. roughly describing how the MD and TB methods

were combined with the aid of an interface. From the programming standpoint,

naturally, the situation is more intricate – each of the blocks in Figure 15 comprises

a number of separate modules. The modules are delineated solely with respect

to the functions they serve in the program and there is a rough correspondence

between modules and source files (the correspondence is rough, because some, larger

modules are composed of more than one file). This “programmer’s view,” showing

the dependence between modules is outlined in Figure 16. Subsequent diagrams

(Figures A1–A14) describe in more detail the internal structure of the respective

modules, how they are split into source files and what major classes are defined.

These diagrams can serve as a most basic reference manual for anyone interested in

understanding or modifying the nanoTB computer code, they complete the description
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of the program in this paper. Because these details of the structure of the program

are not directly relevant to the discussion, the author has decided to place them in

Appendix.

Figure 16. The modules comprising the nanoTB code and the dependence between them. Arrows

pointing from module A to B should be read as “B depends on A” or “A is used inside of B.”

Blocks in the the diagram outlined with a dashed line were not written by the author.

External libraries are shown in purple

3.3. Performance considerations

After the nanoTB computer code was completed to the point of the code having

passed all unit tests and a suite of black-box tests (including regression tests), it was

subsequently profiled and optimized. Discussion of the concurrent operation of the

program and its optimization in the face of concurrency has already been undertaken

in Section 2.3.6. This section will focus on the most significant remaining aspects

of the program’s optimization. In this discussion, the program will be assumed to

operate in the DCLOTF mode, unless stated otherwise.

Instrumentation profiling reveals that two computationally intensive tasks

account for over 98% of the program execution time – the cluster-based tight-binding

computation of forces on atoms in the quantum region and the parameter optimization

stage of the DCLOTF algorithm. These two tasks take similar amounts of time to

complete, depending on runtime parameters, such as the size of the fitting and shell

regions, the number of steps in the optimization stage, number of rounds, rclucut and
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so on. The computational intensity of the cluster-based force computation can be

easily alleviated by employing a larger number of processing cores, and, as expected,

the parallel speedup of this part grows linearly with the number of slave cores used

to process the grains. As discussed in Section 2.3.6, parallelization opportunities for

the parameter optimization stage are not as good. Both parts underwent extensive

optimization.

The discussion begins with the cluster-based tight-binding computation of

forces. Here the computational effort is dominated by the O
(

N3mat
)

-scaling matrix

diagonalization. As this is performed by a LAPACK routine, which in turn utilizes

vendor-optimized BLAS routines, there was no room for optimization in this regard.

Outside of the DCLOTF approach, where the forces (cf. Equation (27)) are computed

for all atoms in the quantum region after one large generalized eigenproblem is solved,

it was found that, although this scales as O
(

N2mat
)

, the prefactor is large and that it

is beneficial to optimize the force computation loop. This was achieved by trading off

memory for speed, in particular by:

– employing lookup tables for the distances, direction cosines and their squares

between all atoms in the quantum region (memory consumption O
(

N2
)

),

– storing precomputed values of certain factors involving the NRL-TB cutoff

function (cf. Equation (30)) for all pairs of atoms in the quantum region

(memory consumption O
(

N2
)

),

– storing precomputed values of ̺i and its powers (cf. Equation (29)) for all the

atoms in the quantum region (memory consumption O(N)),

– storing Fermi weights for all the energy levels in the system (memory consump-

tion O(N)),

– keeping an additional representation of the C matrix (cf. Equation (18)), which

is transposed and multiplied by respective Fermi weights (memory consumption

O
(

N2
)

),

– employing lookup tables for the values of the two-centre integrals, two-centre

overlap integrals and the derivatives thereof for the currently processed atomic

pair (i, j) (memory consumption O(1)),

– rearranging the summations in Equation (27),

– giving the user the ability to skip the force calculation for fixed atoms (whose

forces are ignored anyway),

– employing OpenMP [98] multiprocessing in the force- and energy-calculation

loops.

The second computationally intensive task was the parameter optimization

in the DCLOTF scheme, where most of the effort was tracked to stem from the

repeated invokation of the MD force calculation routine. Assuming that several

thousand of optimization grains constitute the parameter optimization, and several

tens (=nshell) force calculations need to be computed for every step in the gradient-

descent procedure and, finally, that about ten of such steps are performed12 for every

optimization grain, a number of about 2 ·106 force calculations per each optimization

12. Typically, about 5 steps were performed, but the computational effort is increased by the

numerical estimation of the entries of the Jacobian matrix by finite differences.
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stage is reached. Fortunately, during the optimization stage the vector r of atomic

positions remains constant, it is only the parameters of the atoms that are assigned

subsequent trial values (thus also changing ρi for certain atoms). The fact that the

geometry of the system is fixed was utilized to improve the perfomance of the force

evaluation routine. A dedicated version of this routine for the Sutton-Chen potential

is used whenever the program runs in DCLOTF mode. Some of the optimizations that

were implemented include:

– caching the values of ρi whenever they are computed, invalidating the cache

entry whenever parameter changes on any neighbour j of i or any neighbour k

of j influence the value of ρi (memory consumption O(N)),

– keeping the neighbour information (indices of neighbours, distances, squares

of distances, etc.) for all atoms in the current local shell region in a compact

structure (termed “grain-vx cache” in the code diagrams) designed to fit in the

L2 cache (memory consumption O
(

n2shell
)

),

– for atoms outside of the local shell region a larger structure (“nl-cache”) was

employed,

– apart from the Sutton-Chen parameters for every atom, their halves or squares

(depending on the way the parameter is mixed, cf. Equation (40)) are stored

(memory consumption O(N)),

– for all atomic pairs in the system, their current mixed parameters (cf. Equa-

tion (40)) are stored in lookup tables (memory consumption O
(

N2
)

),

– the loops in the force computation routine and in the routine that computes ρi
are unrolled by hand, indexing is replaced by pointer arithmetics,

– vectorization primitives (Intel VML [99]) and BLAS [86] primitives are employed

instead of loops, if available on the target system (if not, the program reverts

to a loop-based approach),

– steps to eliminate so-called cache-line pingponging [100] are taken in the

concurrent version.

Most of the above-mentioned “tricks” severely increase the memory footprint of

the program. In typical applications (for rreg= 21 Å) the memory requirement is about

500 MB per computing core. The improvements in the walltime of the computation

are definitely worth the tradeoff.

4. Validating and tuning the method

Before the proposed method could be applied to the study real physical systems,

the values of remaining, non-critical parameters (cf. Section 2.3.5, page 245) had to

be determined. Also to be settled on was the size of the system to be simulated. As

shown later, the thickness of the simulated material in a nanoindentation simulation

is distinctly tied to the cutoff radii rMDcut , r
TB

cut and rclucut present in the method. These

values also had to be determined. This chapter shows the rationale behind the choice

of the abovementioned parameters and briefly compares the characteristics of the

methods proposed.
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Figure 17. Plots of the residual error in forces after subsequent optimization grains for

a constant-sized local fitting region with capacity nfit= 5 and varying capacities of the local shell

region nshell. A logarithmic scale is used for the y axes. The left y axis shows absolute values of the

residual error, the right y axis expresses these values as percentages of the typical force magnitude

in the system. Five gradient descent optimization steps were taken in each optimization grain. The

dotted horizontal line at 0.01 eV/Å shows the target residual error. The optimization procedure

could usually obtain only slightly worse convergence

4.1. Selection of parameters for the Divide-and-Conquer

Learn-on-the-Fly technique

This section will be devoted to answering the questions 4. and 5. posed in

Section 2.3.5, page 245.

The first of these questions regards the optimum values for the local region

capacities, nfit and nshell. The author’s findings indicate that nfit= 5 is the optimum

value, with a margin of tolerance of approx. 50%. Larger grains resulted in faster

initial convergence but after about 1 000 grains the convergence hardly improved.

Since the dimension of the parameter space is 5nfit, the increase in nfit rapidly

makes the problem more difficult for the optimizer. Also, as nfit increases, a larger

Jacobian matrix needs to be evaluated, increasing the time of the computation.

Smaller grains, on the other hand, led to unacceptably slow convergence and favoured

local convergence over global convergence.

For nfit = 5, a series of short test simulations showed that nshell = 65 (with

a large margin of tolerance) gave the best results. Shells much smaller than that meant

disregard for the effects of local optimization on the global picture, sometimes even

leading to divergence. Much larger shell regions only served to increase computational

time, giving diminishing returns in the quality of convergence. In a perfect Cu crystal,

a spherical cluster rMDcut = 7.23 Å in radius encompasses 137 atoms. Shell regions much
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Figure 18. Plot of the residual error in forces after subsequent optimization grains for a local

fitting region capacity nfit= 5 and the capacitiy of the local shell region nshell= 65. A logarithmic

scale is used for the y axes. The left y axis shows absolute values of the residual error, the right y

axis expresses these values as percentages of the typical force magnitude in the system. The top x

axis enumerates the optimization rounds. Five gradient descent optimization steps were taken

in each optimization grain. The dotted horizontal line at 0.01 eV/Å shows the target residual error.

The optimization procedure could usually obtain only slightly worse convergence. In practice,

the optimization procedure was terminated after 9 rounds (indicated by the dotted vertical line)

to minimize computational time

larger than that would give negligible returns13. Some exemplary plots of convergence

for nfit= 5 and various values for nshell are shown in Figure 17. Figure 18 shows how

the number of optimization grains relates to the round number and show where, in

a typical simulation, the procedure is terminated.

Regarding question 4, it was found that the number of optimization steps,

nsteps = 5, in the gradient descent for each optimization grain is not a crucial

parameter. Values less than 10 resulted in similar convergence, cf. Figure 19. With

less steps the convergence was slower, but did not saturate as early. With more

steps, convergence was faster initially, but then saturated more easily which can be

attributed to local overfitting at the expense of global force matching. A surprising

increase in the quality of convergence for nsteps= 11 remained unexplained. One must

not forget, however, that a larger number of steps translates to longer computational

effort as it increases the number of times the forces need to be evaluated. For this

reason it makes more sense to study the behaviour of convergence versus time and

not the number of grains. A respective plot, shown in Figure 20 demonstrates that it

13. These returns would be non-zero because parameter changes can indirectly influence forces

beyond rMDcut , cf. the comment under Equation (42).
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Figure 19. Plot of the residual error in forces after subsequent optimization grains for varying

numbers of optimization steps in the gradient descent procedure for every optimization grain. The

default region capacities nfit= 5 and nshell= 65 were used. A logarithmic scale is used for the y

axes. The left y axis shows absolute values of the residual error, the right y axis expresses these

values as percentages of the typical force magnitude in the system. The dotted horizontal line

at 0.01 eV/Å shows the target residual error. The optimization procedure could usually

obtain only slightly worse convergence

is, in fact, the smaller values of nsteps that give faster convergence for a set walltime.

The author has settled on a value of nsteps= 3 for the “real” simulations.

4.2. Comparison of embedding methods: a case study

With the values of the parameters determined, before the proposed hybrid

method was employed to the study of nanoindentation, a careful investigation of

its behaviour (as well as of the behaviour of the linear and nonlinear embedding

techniques) was carried out. This section presents some of the findings of this

investigation and briefly shows how the techniques compare with respect to certain

attributes of the system.

4.2.1. Dynamical behaviour of a crystalline workmaterial

First, the proposed methods were tested on a system closely resembling the

workmaterial later used in the study of nanoindentation. Since the duration of these

validation simulations was significantly shorter compared to these “real” simulations

(to be performed later on), a slightly thicker workmaterial was used, so that a larger

cutoff radius (10 Å) could be employed. An overview of the system is shown in

Figure 21. The behaviour of the system was studied for 5 000 timesteps (∆t= 0.5 fs) at

300 K in 17 simulations which differed in the embedding technique (linear, nonlinear,

DCLOTF, none (pure MD)), the radius of the quantum region (7 Å, 10 Å, 12 Å, 15 Å),

and, for the DCLOTF technique: the cluster radius rclucut, the number of optimization
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Figure 20. Plot of the residual error in forces vs time of the optimization stage for varying

numbers of optimization steps in the gradient descent procedure for every optimization grain. The

default region capacities nfit= 5 and nshell= 65 were used. A logarithmic scale is used for the y

axes. The left y axis shows absolute values of the residual error, the right y axis expresses these

values as percentages of the typical force magnitude in the system. The dotted horizontal line

at 0.01 eV/Å shows the target residual error. The optimization procedure could usually

obtain only slightly worse convergence

rounds qmax, and how often the quantum computation was performed (every 10 or

every 25 steps).

Keeping in mind the artifacts introduced by the linear and nonlinear embed-

ding methods, which consisted in the appearance of a concavity in the vicinity of the

quantum region (cf. Figure 6), the first test relied on measuring the average displace-

ment along the y axis of the atoms in the quantum region that lied on the region

axis. These atoms are drawn with a light-blue border in Figure 21. Figure 23 shows

the plots of the average displacement along the y axis for the atoms in question for

simulations with varying region size. It is clearly seen that the effect of caving in

of the region is distinctly present for both the linear and nonlinear mixing meth-

ods, whereas it is practically absent in the DCLOTF technique. The magnitude of the

caving-in artifact increases with the region radius for all the techniques, yet with the

DCLOTF technique it is very small even for the largest region. This system is not 0 K

bulk copper: the temperature is non-zero, the simulated structure has free surfaces,

periodicity is simulated, and the atoms at the bottom of the material are fixed, thus

even in the pure MD simulation the atoms in question move slightly from the equilib-

rium crystalline positions. The snapshot of the final system configuration for all four

simulations (with rreg = 12 Å) is shown in Figure 22. Here, even the naked eye can

observe that the DCLOTF method introduces least artifacts in this test system with

respect to this attribute.
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Figure 21. A snapshot of the initial configuration of the system used for the validation and

comparison of the hybrid techniques. Panel a) shows a projection onto the XY plane, panel b)

shows an isometric view. An example DCLOTF region of rreg = 12 Å is shown. Atoms in the

quantum-based region are drawn in white. Atoms in the fitting region are drawn

in purple and white. Atoms in the shell region are drawn in red, purple and white.

Atoms in the axis of the region are drawn with a light-blue border

The plots in figure 24 depict the influence of varying certain parameters in

a DCLOTF simulation. Several conclusions can be drawn from this test. First, the

increase of the cluster radius rclucut from 7 Å to 9 Å does little to change the observed

behaviour (while increasing the force calculation time twice and the total time by

30%). Further investigation, in a more disordered system, confirms this observation.

Second, lessening the fitting intensity by reducing the number of optimization rounds,

qmax, from 16 to 8 changes the observed behaviour only slightly, in the “direction”

of the pure MD simulation. This is expected if one recalls (Section 2.3.5) that with

increasing round number, q, the intervals of possible parameter values widen. Thus,
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Figure 22. Snapshots of final configurations of the test system. Panel a) shows the result for

reference MD simulation, panel b) – the linear mixing technique, panel c) – the nonlinear mixing

technique and panel d) – the DCLOTF technique. Colouring of atoms is the same as in Figure 21.

The yellow rectangle shows the outline of a zero-temperature perfect crystal

when the number of rounds is reduced, the values of the optimized parameters

more closely resemble the original Sutton-Chen values. The possibility of reducing

the number of optimization rounds is important from the computational efficiency

standpoint, however less intense fitting means greater error in the resultant DCLOTF

forces. In this case, the elimination of the last 8 optimization rounds increased the

r.m.s. error in forces from 2.8% (of the median force magnitude during the “real”

nanoindentation simulation) to 3.5%, which is not much, considering the decrease in

the time of the computation by a factor of 6.914. In the “real” simulations, the number

of rounds was taken to be 9.

Finally, increasing the interval ns between successive quantum-based calcula-

tions from every 10 steps to every 25 steps distinctly “pushes” the simulation to-

wards the reference MD simulation, by reducing the degree of quantum input. This

shows how ns can be used to balance the computational effort and the accuracy of

the results. Unfortunately, with increased ns, a worsening of total energy conserva-

tion was also observed. It is also unclear for how many timesteps beyond a time t0
the optimized parameters obtained at t0 are valid. The author realizes that assum-

ing a constant interval between successive quantum-based calculations is somewhat

näıve, an automated mechanism that would determine when to correct the phase

space trajectory of the system is in the works for the next version of the DCLOTF

method.

14. This decrease is not simply 16/8=2, because larger numbers of grains are optimized in later

rounds as a result of Equation (46).
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Figure 23. Plots of average displacement along the y axis for the six atoms on the region axis.

The radius of the quantum region is indicated in the legend of each panel

The second test of the three techniques consisted in plotting the total energy

of the system and the calculation of the two temperature averages – one over the

whole system under study, T0, (except for the immobilized atoms, which do not

have any degrees of freedom), the other one over only the atoms contained in the

quantum region, Treg. Spontaneous heating or cooling of the quantum-based region or

its vicinity is a well-known difficulty in hybrid methods [4]. It is a clear reminder that

the physics of the system is being tampered with, and that the interface between the

two methodologies is never flawless. Four most obvious reasons behind this artificial

creation or destruction of energy are: ad hoc changes in potential parameters do not

conserve energy (in DCLOTF), ad hoc mixing of forces does not conserve energy (in

force-mixing methods), the energies are not consistent between the MD-potential and

NRL-TB view of the system and whenever a particle moves across the region boundary,

the energy changes (all three methods), finally, there is a lattice constant discrepancy

between the quantum and classical models which continually generates pressure fields

(all three methods). All this means that quite often anomalous temperatures may be

detected around the quantum region. Underneath these rather drastic changes in the

total energy of the system are smaller fluctuations caused by the MD model itself.

These mostly result from the finite cutoff radius (nanoTB does not provide for long-

term correction terms in energy), whenever an atom moves into or outside the cutoff

sphere, there is a change in energy. Finiteness of the timestep and lazy evaluation of

the neighbour lists (employed to save computational time) also play a role.
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Figure 24. Plots of average displacement along the y axis for the six atoms on the region axis.

The radius of the quantum region was rreg = 10 Å, the method was DCLOTF. The solid line

corresponds to the reference pure MD simulation. The dashed line corresponds to the default

DCLOTF setup. The short-dashed line corresponds to a simulation where the interval between

quantum computations was increased from ns= 10 to ns= 25 steps. The dash-dot line corresponds

to a simulation where the cluster radius rclucut was increased from 7 Å to 9 Å. The dash-dash-dash

line corresponds to a simulation where the number of optimization rounds was reduced by half

To quantify the anomalies introduced by the hybrid techniques, the total energy

of the system was plotted and investigated. The results are shown in Figure 25, and

synthetized in Table 1. From the plot, it is seen that energy is well conserved in

the pure MD simulation and that only minute drift of total energy is present in the

force-mixing simulations. In the DCLOTF simulation, because of the Sutton-Chen

parameter changes, rapid drops and surges in the total energy are present. It is seen

from Table 1 that although they may rarely be as large as 1%, they are typically 50

times smaller than that. In the long-term, the drift in the total energy in all methods

is satisfactorily small. The jumps in the total energy in the DCLOTF method may,

probably, be smoothed by an application of a predictor-corrector parameter mixing in

the successive intervals between quantum calculations, as proposed in [81], the author

intends to attempt this in the future.

Finally, the temperatures T0 and Treg were plotted, the results are shown in

Figure 26. It is immediately seen that there is indeed a temperature difference of

about 30 K between the inside of the quantum region and the rest of the system

and that this difference may fluctuate. An application of a local thermostat would

probably be the preferred method of counteracting this inconvenience. The nanoTB

program only implements a global Nosé-Hoover thermostat, which was used in the
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Figure 25. Plot of the total energy of the system treated by the three hybrid techniques and in

the reference, pure MD simulation. The vertical line at 500 fs denotes the point at which

equilibration by velocity rescaling was discontinued. Prior to this point conservation of total

energy is not expected. The downward shift of the DCLOTF curve stems from the fact that the SC

potential parameters are, in general, distinct from their default values

Table 1. Comparison of total energy conservation properties of the proposed methods

|∆E/E| |∆E/E| |∆E/E|
technique (instantaneous, (instantaneous, (long-term

maximum) avg. abs. val.) average)

pure MD 3.0 ·10−6 < 0.5 ·10−6 4.2 ·10−9

linear embedding 1.0 ·10−5 < 0.5 ·10−6 3.0 ·10−7

nonlinear embedding 1.0 ·10−5 < 0.5 ·10−6 1.1 ·10−7

DCLOTF 1.0 ·10−2 2.8 ·10−4 4.6 ·10−7

“real” simulations15. The author plans to incorporate other thermostats (e.g. the

modified Extended Nosé-Hoover [101] thermostat) into the program in the future.

4.2.2. Forces in a typical nanoindentation simulation. Effects of finite cutoff radii

The issue of force convergence is of utmost importance to the DCLOTF model,

specifically:

1. What is the typical force magnitude in an MD nanoindentation simulation?

2. How do the forces converge with increasing rMDcut , or, in other words, how small

can the cutoff radius be, before serious distortion in the forces appears?

15. The thermostat also serves to emulate electronic heat conduction, which cannot be directly

modeled in the MD model.
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Figure 26. Temperature in the test system as a function of time. Left panels are for a smaller

(rreg = 10 Å), right panels – for a larger (rreg = 15 Å) region. Top to bottom, the panels correspond

to linear mixing, nonlinear mixing and DCLOTF. In each plot, the solid line shows the average

temperature of the whole system in the MD reference simulation, the dashed line corresponds to

the average temperature of the whole system in the hybrid simulation, the dash-dot line shows

the average temperature inside only the quantum region

3. How do the forces converge with increasing rclucut, or, in other words, how small

can the cluster cutoff radius be, before the quantum force on the central atom

is unacceptably distorted?

Questions 2. and 3. need to be answered before the atomic configuration for the

simulations can be constructed. This is because the thickness e of the workmaterial

(cf. Figure 30) needs to be determined. Unfortunately, limited computing resources

necessitate reducing the size of the simulated system as far as possible and it is this

reduction in the thickness of the workmaterial that is a necessary sacrifice. Because
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Figure 27. A snapshot of the system configuration used for the analysis of forces in

a nanoindentatin simulation. Panel a) shows a projection onto the XY plane, panel b) shows an

isometric view. The cylindrical region of interest (described in the text) is enclosed by a yellow

border in the upper panel

of periodic boundary conditions, however, the workmaterial cannot be thinner than

twice the value of any of the cutoff radii in question: e ≥max{2rMDcut ,2rTBcut,2r clucut}.
The NRL-TB cutoff rTBcut for Cu is 6.62 Å and is beyond the author’s control. Thus,

the thinnest system that can be studied is e= 13.24 Å thick. This value is increased

to e= 14.48 Å by the fact that an integral number of lattice constants (aCu= 3.62Å)
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Figure 28. R.m.s. error in the forces incurred by the reduction

in the cutoff radius rMDcut for the system under study

must fit across the thickness. This is, admittedly, a very thin system. The author

initially intended to study a system with e= 21.72 Å or e= 18.10 Å, but found the

associated simulation walltimes prohibitive (for the force-mixing simulations, because

of their poor scaling, simulations employing the DCLOTF technique scale favourably).

With e= 14.48 Å the simulation can only proceed if rMDcut and rclucut are both at most

7.24 Å, which is not much for a metallic system. Thus, the extent of the distortions

in forces incurred by such small cutoff radii had to determined.

The system studied in Section 4.2.1 was very close to equilibrium and was thus

not a good candidate to study forces. For this reason, a more realistic system was

used. A pure MD simulation of nanoindentation of a workmaterial with e= 28.96 Å

was performed. A system configuration where the tool has penetrated about 5.5 Å into

the material was arbitrarily chosen and extracted. A snapshot of this configuration

is shown in Figure 27. For this single configuration, forces were computed only for

a cylindrical region 14.48 Å in radius, centered on the tip of the indenter. It can

be observed from the figure that outside of this region there is little distortion to

the crystalline structure of the workmaterial and thus, the magnitude of the forces

outside the region is much smaller than in the vicinity of the distorted structures

directly under the tooltip, captured within the region.

Two sets of forces were obtained for the atoms within the region. The first

set encompassed MD forces calculated with varying rMDcut , up to the maximum of

e/2 = 14.48 Å. The second set encompassed TB forces calculated for central atoms

of clusters centered on subsequent atoms, as proposed in the LOTF formalism and

described in Section 2.3.3.1, with varying rclucut, this time up to r clucut = 20 Å (beyond
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14.48 Å the clusters only grew along the x and y directions). Forces obtained with the

maximum possible cutoff radii were assumed to be the “true” forces. R.m.s. averages

of the magnitudes of these true forces were calculated. For the MD forces the r.m.s.

force magnitude was < FMD >rms= 0.488 eV/Å. For the TB forces the r.m.s. force

magnitude was < FTB >rms= 0.502 eV/Å. Histograms indicating the errors in the

forces (r.m.s. averages over all the atoms within the region of interest) introduced

by lowering the cutoff radius were plotted, these are shown in Figure 28 (for the MD

cutoff rMDcut) and Figure 29 (for the cluster cutoff rclucut).
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Figure 29. R.m.s. error in the force on the central atom in the TB cluster, incurred

by the reduction in the cluster cutoff radius rclucut for the system under study

From the histograms, it is apparent that the MD force quickly converges with

increased rMDcut and even small values like 7 Å only incur errors in the order of 2%

in the force. The TB force, however, converges slowly with the cluster radius – even

for a cluster cutoff radius of 12 Å, the r.m.s. error in the force is about 10% of the

typical force magnitude. The gravity of this fact is appreciated if one recalls that the

computation time for a cluster scales16 as O(N3mat)≡O(r clucut
9). Keeping in mind the

above-mentioned constraints on the thickness of the system, the author has decided

on a cluster cutoff radius of 7 Å. Although the expected error in forces is rather

large (24%), a worsening is observed for r clucut= 8 Å and not a lot of improvement for

r clucut = 9 Å. As mentioned in the previous section, an increase of the cluster cutoff

16. This concerns asymptotic behaviour. For small clusters, diagonalization becomes less of

a bottleneck as linearly- and quadratically-scaling substeps, whose prefactors are larger, become

noticeable. This explains the measured increase in time of only ≈ 100% between r clucut = 7 Å and

r clucut= 9 Å.
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radius from 7Å to 9 Å means twice the time spent on the quantum-based calculation,

one cannot forget, however, that with a cluster cutoff radius of rclucut of 9 Å, the system

thickness would have to be increased to 18.1 Å, which would then lengthen the (already

slow) force-mixing simulations by a factor of about (18.1/14.48)3≈ 2.0. An alternative

would be to perform simulations with one system thickness (for the force-mixing

techniques) and with another for the DCLOTF technique. However, comparison of

results would be dubious in such a scenario, because ceteris paribus would not apply.

From the points above, the author has concluded that with a system of

e= 14.48 Å it would be possible to simulate nanoindentation of Cu with reasonable

accuracy. The weakest link in the chain of assumptions is the cluster cutoff radius

rclucut, which was taken as 7 Å. If only DCLOTF simulations of nanoindentation were to

be performed, the author would suggest e= 21.72 Å, r clucut= 10.8 Å, rMDcut = 10.8 Å.

5. Simulations of nanoindentation

This chapter describes the simulations of nanoindentation of a copper workma-

terial that were performed as a part of this thesis.

The discussion of linear embedding in Sections 2.3.1 and 4.2.1 makes it

clear that the artifacts introduced by näıve linear force mixing between the TB

and MD models prevent any serious application of this kind of approach. For this

reason, the simulations were performed only with the nonlinear mixing approach

(cf. Section 2.3.2) and with the proposed DCLOTF (cf. Section 2.3.5) approach. Pure

MD simulations were performed as reference.

5.1. Nanoindentation simulations – state of the art

The field of molecular-dynamics simulation of nanoindentation is relatively

young. The work of Maekawa and Itoh [102] from 1995 can be viewed as the first

serious approach to the problem. The method proposed therein, termed area-restricted

molecular-dynamics (ARMD) suffered, out of necessity, from a series of simplifying

assumptions. Lack of today’s computing power and (especially) memory, necessitated

the use of a very small system (in the order of 1 000 atoms), the simulation was two-

dimensional and utilized the simple pairwise Morse potential [103]. Velocity rescaling

was used to control temperature. Three years later, Chandrasekaran et al. proposed

a slightly more realistic variant – length-restricted molecular dynamics (LRMD) [104].

The approach utilized a system of several thousand atoms and again the simple Morse

potential was employed. Although the system was three-dimensional, only two atomic

layers were used along the z direction. Similar algorithmic tricks were employed to

reduce the number of atoms in the simulation. The tool velocity was 500 m/s.

As the computing power increased, subsequent attemps by different groups gen-

erally could utilize more traditional molecular-dynamics approaches, with less need

for tinkering with the system. The simulations almost exclusively utilized thin (sev-

eral atomic layers), but truly three-dimensional systems, employing periodic bound-

ary conditions. Simple potentials (Morse, Lennard-Jones) were usually employed, al-

though Rafii-Tabar used the Sutton-Chen potential in [105] in a small (ca. 2 000

atoms) system. Indented materials included gold [106, 107], lead [105, 108], silver

[109], copper [109–112] and aluminium [113, 114].
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Unfortunately, the exact phenomena studied, the conditions of the simula-

tions (timesteps, potentials, methods of temperature control), the indenter hardness

and shape, indentation depths and techniques of moving the indenter (constant-load,

constant-velocity, other) all differ substantially between the published works. Thus,

instead of a simple overall picture of the atomic-scale characteristics of nanoindenta-

tion, a series of isolated, well-studied patches of results is obtained. Unclear relation

to the experimental findings utilizing atomic force microscopy (AFM) and scanning

tunelling microscopy (STM) (which typically operate at indentation depths at least

an order of magnitude larger and indentation speeds several (!) orders of magnitude

smaller) further muddles the situation.

5.2. Simulation details

All simulated systems consisted of a cuboid copper workpiece and a cuboid

copper indenter. The workpiece was prevented from being translated by the artificial

immobilizing of the bottom layer of its atoms, a feature readily achieved in both the

nanoMD and the nanoTB program. The indenter was assumed to be infinitely hard,

the forces acting on the indenter atoms were ignored and their degrees of freedom

were removed from the calculation, with all atoms of the indenter assigned a constant

velocity, directed downwards. Figure 30 illustrates the initial configuration of the

system. In all simulations, the indenter was carved out from a (010) perfect Cu crystal

and rotated by 45◦ about the z axis. The workpiece was carved from (010)- and (111)-

oriented17 perfect Cu crystals, for the respective simulations. Differing crystalline

orientations of the workpiece meant that its dimensions differed slightly between the

simulations; the exact values are given in Table 2. Periodic boundary conditions were

used along the z axis. The abcabc... stacking of the (111)-oriented workpiece along

the direction of the periodic boundary conditions imposed an additional constraint on

the thickness of the simulated system, with the choice between 12.54 Å (abcabc) and

18.81 Å (abcabcabc). The first choice was infeasible, however, because 2·rTBcut= 13.24 Å.

Thus, for the simulation with a (111)-oriented workpiece, the system thickness of

18.81 Å was taken. The increase in system thickness necessitated thickening the

indenter by the addition of two layers of atoms (one a worth), thus increasing its

thickness from 14.48 Å to 18.10 Å. To account for the introduced mismatch, the

indenter was then scaled along the z axis by a factor of 18.81/18.10≈ 1.0392.

The geometry of the two systems under study closely resembled that of two,

from a total of six, systems studied in [113]. The workmaterial and indenter dimensions

along x and y axes were identical, when expressed as multiples of the lattice constant

a. Absolute dimensions differed, because [113] dealt with Al, whereas in this work

Cu was studied. The thickness of the system (dimension along z) was also different –

[113] uses 3a (although Table 2 therein incorrectly states 6a), whereas in this work

4a was used.

Cu lattice constant was taken to be aCu= 3.62 Å and the mass of Cu was taken

as mCu= 63.546 u. The Sutton-Chen potential with the usual parametrization for Cu

was used for the MD part in all the simulations.

17. The indices refer to the top surface of the workmaterial, indentation direction was always

perpendicular.
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Figure 30. A snapshot of the initial configuration for the nanoindentation simulations.

A (010)-oriented workmaterial is shown

Table 2. Dimensions of the systems under study. Nwrkp,Ntool and N denote the number of atoms

of the workpiece, the indenter and the total number of atoms (respectively). e, f and g

are the dimensions of the workpiece along x, y and z axes, respectively. b is the

characteristic dimension of the indenter (cf. Figure 30), d0 is the initial distance between

the indenter and the top surface of the workmaterial
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Simulation timestep was taken to be ∆t= 0.8 fs, because values much larger

than that negatively impacted energy conservation18. The tool speed was v =

0.0005 Å/fs = 50 m/s, which is considerably more realistic than the 500 m/s used in

[113]. This is of importance, as results of similar simulations (dealing with ultra-

precision machining, employing pure MD) [94] indicate that tool velocities beyond

100 m/s can force the system to behave rather differently. To allow the system to

equilibrate, all simulations began with 100 000 steps of pure MD. During this time,

velocity scaling was employed – velocities were adjusted every 10 steps during the

first 1 000 steps, then every 100 steps until step 10 000, then every 1 000 steps until

step 100 000. The obtained configurations served as starting points for the simulations

discussed later in the text. After 100 000 steps, the distance between the tip of the

indenter and the top surface of the workpiece was about 31 Å (the value is approx-

imate, because the workpiece is not static and the top surface continually oscillates

with an amplitude of about 0.5 Å), which is over 4rMDcut and thus there is no inter-

action whatsoever between the indenter and the workpiece at this time. Subsequent

simulation was performed with the indenter continuing to move downwards with the

same velocity, until the workmaterial was penetrated h= 2a= 7.24 Å deep. During

this phase velocity scaling was turned off and a Nosé-Hoover thermostat was used to

control the temperature.

The indentation depth of two lattice constants was assumed, to concide with

the nanoindentation simulations in [113], to facilitate the comparison of results19. It

quickly became obvious that the concept of “depth of the indentation” needed to be

precisely defined, since the top surface of the workmaterial tended to shift from its

initial position mostly due to the non-zero system temperature. Also, after velocity

scaling was ceased, the workmaterial started to relax, with its top surface performing

small oscilations. Thus, depending on the temperature and, to a lesser degree, on the

quantum region size, the top surface of the workmaterial was displaced by about 1 Å

from its initial position. To account for this difference, the following procedure was

adopted. Of the atoms lying on the top surface of the workmaterial, the rightmost

one third was selected and their average displacement along the y axis was recorded

and plotted. The atoms in question were the atoms lying directly under the indenter.

The obtained plot, for the pure MD simulation at 300 K, is shown in Figure 31. Plots

for the remaining simulations are qualitatively similar. An average over four complete

oscillations of the displacement of the selected atoms was computed, it was assumed

that the equilibrium position of the top surface corresponds to this displacement. In

all cases, the tool tip was beyond rMDcut from even the topmost atom of the surface at

the time of the averaging, it thus had no impact on the calculation. The tool came

within rMDcut from the surface roughly after the fifth oscillation and jump-to-contact

ensued, roughly, after the sixth oscillation.

In all hybrid simulations the x coordinate of the centre of the quantum region

corresponded to the x coordinate of the indenter tip. The y coordinate of the region

18. This was verified in two short simulation runs with ∆t1= 0.8 fs and ∆t2= 2.0 fs, respectively,

with thermostatting turned off.

19. In [113] the material was Al and not Cu, and the indentation depth was h′= 2aAl= 8.10 Å.
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Figure 31. Displacement along the y axis of the selected atoms on the top surface (black)

and of the topmost single atom on the top surface (blue). The dashed horizontal line at y= 0

corresponds to the initial (generated, zero-temperature crystal) position of the surface.

The dotted horizontal line at y= 0.63 Å corresponds to the assumed “true” position of the surface,

obtained by averaging the position of the selected atoms over four oscillations that ensue

after velocity scaling is terminated. Plotted data corresponds to the pure MD simulation

of (010)-oriented crystal at T = 300 K

centre coincided with the initial position of the workmaterial surface (dashed line

in Figure 31), because the assumed “true” position of the surface could not be

determined a priori. For the sake of simplicity, the region was not moved as the

indenter approached the workmaterial, although the nanoTB program gives means to

do that.

5.3. Simulated systems

The performed simulations were meant to investigate the following:

– differences between pure MD simulations and hybrid simulations employing

nonlinear embedding and the DCLOTF technique (method ∈ {“MD”, “NL”,

“DCLOTF”}),
– influence of crystalline orientation of the workmaterial ((010)- and (111)-

oriented),

– influence of temperature (T ∈{50 K, 100 K, 300 K, 600 K}),
– influence of the size of the quantum region (rreg ∈{10 Å, 12 Å, 15 Å, 18 Å, 21 Å,

25 Å}).
Of course, it was impractical to study all 3× 2× 4× 6 = 144 points in the

simulation parameter space, and only certain cross-sections through this parameter

space were obtained. Also, the computational effort for the nonlinear embedding

tq313x-i/275 5XII2009 BOP s.c., http://www.bop.com.pl



276 J. Dziedzic

technique prohibited calculations with rreg > 10 Å with this approach, thus the

influence of the region size was only studied for the DCLOTF technique. Assuming

a shorthand labelling system for the simulations, in which every simulation will be

represented with a label in the form method/(orientation)/temperature/region

radius20, the following simulations were performed:

– MD/(010)/50K, MD/(010)/100K, MD/(010)/300K, MD/(010)/600K (effect

of temperature, reference simulations),

– MD/(111)/300K (effect of crystalline orientation, reference simulations),

– NL/(010)/50K/10 Å, NL/(010)/100K/10 Å, NL/(010)/300K/10 Å, NL-

/(010)/600K/10 Å (effect of temperature, nonlinear embedding),

– NL/(111)/300K/10 Å (effect of crystalline orientation, nonlinear embedding),

– DCLOTF/(010)/50 K/10 Å, DCLOTF/(010)/100 K/10 Å, DCLOTF/(010)/-

300K/10 Å, DCLOTF/(010)/600K/10 Å (effect of temperature, for a small

region, DCLOTF),

– DCLOTF/(010)/50 K/21 Å, DCLOTF/(010)/100 K/21 Å, DCLOTF/(010)/-

300K/21 Å, DCLOTF/(010)/600K/21 Å (effect of temperature, for a large

region, DCLOTF),

– DCLOTF/(111)/300K/10 Å (effect of crystalline orientation, for a small region,

DCLOTF),

– DCLOTF/(111)/300K/21 Å (effect of crystalline orientation, for a large region,

DCLOTF),

– DCLOTF/(010)/300K/12 Å, DCLOTF/(010)/300K/15 Å, DCLOTF/(010)/300K-

/18 Å, DCLOTF/(010)/300K/25 Å (effect of region size, for DCLOTF) for a total

of 24 simulations.

5.4. Methods of analysis

Raw output of the nanoTB program consits of position and velocity histories

of all the atoms in the system, the history of assignments of atoms into regions

(quantum, fitting, shell or none), the history of forces averaged over atom types (tool,

workmaterial) and a history of the components of the atomic stress tensor averaged

over a spatial grid21. Before any conclusions can be drawn, these raw data need to be

analysed. This section documents the methods of analysis that were employed.

5.4.1. Magnitude of displacement

Defined as:

δi (t) = |~ri (t)−~ri (0)|, (47)

this quantity measures the magnitude of the absolute displacement of any atom i from

its initial position. Both elastic and plastic deformation of the workmaterial results

in non-zero values of δi, whereas for atoms that merely vibrate about their original

crystalline positions δi will be at most equal to the amplitude of the vibration, i.e.,

close to zero. Because larger values of δi may indicate both slipping of atoms into

20. For pure MD simulations, the radius field will be absent.

21. Additional (debugging) data are also produced, such as the details of DCLOTF force

convergence, timings, memory consumption, etc.; these will not be of importance in this section

and were only used during the validation stage.
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new lattice positions and simple elastic stretching or shearing of the material, this

indicator is of limited use.

5.4.2. Magnitude of the atomic slip vector

The atomic slip vector, introduced in [115], serves as a convenient tool to detect

areas in which plastic deformation has taken place. It is defined as:

~Si (t) =















0, if Nsl= 0,

1
Nsl

Nneigh
∑

j 6=i
|~rij−~r 0ij |>η

(

~rij−~r 0ij
)

, if Nsl> 0 , (48)

where ~rij and ~r 0ij are the vectors joining atom i with all its Nneigh neighbours at

current time and at t= 0, respectively. Nsl is the number of neighbours that have been

displaced by more than a certain threshold displacement η from atom i (that is, the

number of terms under the sum). In contradistinction to the typical meaning used in

the text, where by “neighbours” were denoted the atoms within rMDcut from the atom in

question, here only atoms in the first shell around atom i are considered “neighbours.”

These are found by employing a cutoff marginally larger than the nearest-neighbour

distance a
√

2/2. The threshold η was taken as 25% of the lattice constant.

5.4.3. The irreversible shear deformation indicator, dmin

In [116], Falk and Langer introduce a quantity, termed D2min, which “is an

excellent diagnostic for identifying local irreversible shear transformations” [116].

Larger values of D2min indicate that an irreversible shear transformation has occured

in the vicinity of atom i; unfortunately the original formulation has two drawbacks.

The first of these consists in the quadratic increase of the value of D2min, which makes

it difficult to assign a linear colour range to the values. Also, the D2min criterion is not

absolute, as it depends on the cutoff radius employed. Falk and Langer have taken

the potential cutoff rMDcut as the cutoff that determines the neighbours. This, however,

means that for two simulations with differing cutoff radii, the obtained values will be

different. In order to remove the dependence of the values on the cutoff radius and to

get rid of the quadratic increase, the author has used a derived coefficient:

dmin,i=

√

D2min,i
Nneigh

, (49)

the values of which are now normalized (i.e. Å per atom).

5.4.4. Temperature fields

From the time averages of squares of atomic velocities that are produced by the

nanoTB program, atomic kinetic energies can be obtained. These are then averaged

over cuboids of 2.5a× 2.5a× e and local temperature of such blocks is computed.

Because the thermostat is rather efficient at transferring the kinetic energy away, only

local heating of the workmaterial directly in the vicinity of the tool tip is observed.

Also, the slight increase in temperature around the quantum region boundaries serves

to remind that the interface between quantum-based and classical computations is not

absolutely seamless.
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Figure 32. An example snapshot of a system configuration (taken from a pure MD simulation of

nanoscratching) with the atoms coloured according to their δi. It is seen that the atoms at the

left-top corner of the workpiece have values of δi≈ 5 Å, because of an elastic deformation of the

lattice. The atoms constituting the chip have been translated by a significant distance. Finally,

because of a lattice slip, the atoms in the right-top corner of the workmaterial are slipped by the

lattice nearest-neighbour distance a
√

2/2≈ 2.56 Å

Figure 33. The same system configuration as in Figure 32, with the atoms coloured according to

the magnitude of the slip vector, Si. Apart from the chip and the topmost layers of the workpiece,

where the changes in atomic neighbourhoods are evident, the slip vector analysis reveals the slip

plane along which the right-top corner of the workmaterial has slipped. Cracks in the material are

also seen to appear several atomic layers under the tool
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Figure 34. The same system configuration as in Figure 32, with the atoms coloured according to

the dmin,i coefficient. The atoms on the topmost layers of the workpiece, behind the tool, have

reconstructed the surface of the material, but they originated in the bottom of the chip, later

passing under the tool (this is evidenced in a movie of the process). They are thus interpreted as

having a heavily shear-deformed neighbourhood. More interesting effects are, however, revealed by

the values of dmin,i – for example, it is seen that the top of the workpiece up to four or five layers

has undergone substantial shear deformation and that, in contrast, the deformation associated

with the crack under the tool, to the left, is not a shear deformation

Figure 35. The same system configuration as in Figure 32,

with the atoms coloured according to local temperature
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5.4.5. Force acting on the indenter

Time averages of the total force acting on the indenter were computed over

intervals of 0.32 ps (400 steps) and plotted. The increased number of atoms in the

indenter due to the larger thickness of the (111)-oriented system was taken into

account in computing a corrected force. The change, due to differing crystalline

orientations of the workmaterial, in the number of atomic pairs contributing to the

force was not corrected for.

5.5. Results and discussion

The overall course of the nanoidentation simulation is best discussed referring

to the reference MD simulation, MD/(010)/300 K. Four snapshots of the system

configuration, taken at crucial points, are shown in Figure 36. In accordance with

[110, 113, 117, 118], the jump-to-contact phenomenon is observed as the indenter

tip moves within 3.5 Å of the workmaterial. While it is typically the tool that is

deformed in the direction of the workmaterial by the initial attractive force, here the

tool is artifically made infinitely hard and so it is the workmaterial that bends slightly

towards the tool (cf. Figure 36), similarly to what is reported in [113]. An attractive

force is indeed observed (cf. Figure 38).

A magnified view of the interesting region of the final snapshot, after the in-

denter penetrated the workmaterial two lattice constants deep, is shown in Figure 37.

Plastic deformation is observed to run into the workmaterial up to 4.5a below the tip,

and is localized directly below it, with a width of approximately 4a. Atoms in direct

contact with the indenter attach to its surfaces, assuming new crystalline positions.

No slip planes are observed and no brittle fracture occurs; instead, the material under

the indenter tip becomes disordered. The corner of the workmaterial deforms only

elastically.

Lowering system temperature (to 100 K and to 50 K) does not change the quali-

tative behaviour of the simulated systems in the reference MD simulations. The magni-

tude of the top surface fluctuations decreases slightly. No brittle behaviour is observed,

even at 50 K. With the increase of temperature to 600 K, the behaviour changes only

moderately. The increase in the lattice constant forces the top of the workmaterial to

move upwards by 0.99 Å, compared to the simulation at 300 K. Spontaneous move-

ment of individual atoms on the surface, facilitated by the temperature increase, is

observed. The corners of the workmaterial that are not fixed lower their potential en-

ergy by reducing the surface to volume ratio and becoming rounded (cf. Figure 39).

The indenter’s entry into the workmaterial is made slightly easier, the disorder in

the workpiece now spreads sideways and the corner of the workmaterial now deforms

plastically.

The predicitions of the hybrid DCLOTF simulations are qualitatively different

for the lower temperatures. Whereas in the pure MD simulation the system showed

no brittle behaviour, such behaviour is, to a certain extent, observed in the DCLOTF

simulations for T = 50 K and, to a smaller degree, T = 100 K. At 50 K the workmaterial

is distinctively seen to crack at t= 147–148 ps, which is evidenced by a sudden drop

in the normal force experienced by the indenter (Figures 40 and 41) and in the video

of the simulation. At 100 K the situation is similar, although the exact predictions
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Figure 36. Snapshots of system configuration during the nanoindentation simulation – the

indenter tip comes within rMDcut from the top of the workmaterial (panel a), jump-to-contact (panel

b), workmaterial penetrated to one lattice constant (panel c), workmaterial penetrated to two

lattice constants, indentation terminates (panel d). The reference simulation MD/(010)/300K is

shown. Atoms are coloured according to the magnitude of the slip vector (cf. Section 5.4.2)

Figure 37. Snapshot of the configuration after nanoindentation, reference simulation

MD/(010)/300K. Atoms are coloured according to δi (panel a), Si (panel b) and dmin,i (panel c)
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Figure 38. Total normal force acting on the indenter in the reference MD simulation, depending

on the temperature. Negative values correspond to an attractive (downward) force, positive values

– to a repulsive (upward) force. The force is obtained as a sum over all atoms of the indenter;

averages over 0.32 ps (400 steps) are used for the plot

Figure 39. Snapshots of system configuration during the MD/(010)/600K nanoindentation

simulation – the same key instants as in Figure 36 are shown. Atoms are again coloured according

to the magnitude of the slip vector (cf. Section 5.4.2)
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depend on the radius of the quantum region employed. The gist of the predictions is

highlighted in Figures 42 and 43. In the system utilizing a smaller quantum region,

a crack opens and the corner of the workpiece is suddenly freed to move rightward

(Figure 42). In the system where a substantially larger proportion of atoms was treated

quantum-mechanically, there is evidence of a slip which propagates till the edge of

the workmaterial causing the material to crack and the side of the workmaterial to

collectively jump into new crystalline positions. The nature of the slip is elucidated in

Figure 44, where the slipped atoms are shown after suitable rotation. The slip planes

have been identified as (111) and (111). As the slip ensues, there is no drop in the

force experienced by the indenter, only after it is completed, at about t= 152 ps, the

force drops slightly.

Thus, in contrast to the predictions of the empirical potential, the proposed

hybrid approach predicts brittle behaviour at lower temperatures for the (010)-

oriented workmaterial, yet the exact details of this behaviour depend on whether

the quantum-based region is large enough. Simulations with even larger regions were

not performed for lower-temperature systems, which, post factum, is unfortunate, as

they would hopefully confirm the interpretation of observed behaviour.

The hybrid simulations employing nonlinear embedding proved to be disap-

pointing. First, distinct artifacts of force-mixing remain to be seen (cf. Figure 45,

panel a) – the workmaterial begins to cave in as soon as the quantum-based forces are

mixed in, causing it to bend slightly. The quantum region of rreg= 10 Å is clearly too

small (cf. Figure 45, panel d) to encompass a significant number of atoms, especially

in the simple approach taken, where it did not move downard along with the tool.

The predicted behaviour is very similar to that predicted by the reference simulations

– no brittle fracture is observed, even at 50 K, as evidenced by Figures 45 and 48. Ad-

ditionally, the approach is seen to break down completely at T = 600 K (cf. Figures 46

and 47). The instant caving-in of the quantum region after the quantum-based forces

begin to be mixed in causes the right corner of the workmaterial to lunge downwards,

then, as it bounces back, it causes the temperature to increase locally due to the re-

lease of kinetic energy. The arbitrary nature of force mixing within the region pushes

the atoms to the outside of the region, leading to a serious artifact best observed

in Figure 47, panel d. The author thus concludes that the nonlinear force mixing

approach, without any modifications, is unsuitable for this kind of simulations.

Another intriguing difference between the predictions of the hybrid DCLOTF

and pure MD approaches regards the jump-to-contact phenomenon. In all pure MD

simulations, regardless of temperature, the workmaterial is observed to elastically

deform to come into contact with the tool. In the DCLOTF simulations, however, it

deforms elastically only to a smaller degree before individual atoms break free from the

surface and attach themselves to the tool, forming an asperity. Thus, on a very small

scale, plastic deformation takes place. This is clearly illustrated in close-up snapshots

of the situation after slip vector analysis has been performed (the ejected atoms are

regarded as slipped, because their neighbourhood had changed, whereas atoms in

elastically deformed material have zero slip vectors). These snapshots, presented in

Figure 49, clearly show that this effect is only revealed by the DCLOTF approach

and is independent of the size of the quantum region employed and the system
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temperature. Snapshots for T = 50 K and T = 300 K and for rreg= 10 Å and rreg= 21 Å

are shown, however, the same effect is observed for all four temperatures and all

radii of the quantum region (rreg = 10 Å and rreg = 21 Å for all temperatures, and

the whole spectrum of region radii used for T = 300 K). Curiously, such localized

jump-to-contact was also predicted by the simplest Lennard-Jones potential applied

to aluminium in [114].

The nature of the jump-to-contact phenomenon is utterly lost in the nonlinear

mixing approach (cf. the spurious intial repulsion in Figure 48), for it is obscured by,

yet another, artifact of the method. This artifact stems from the fact that there is

an unfortunate lattice constant discrepancy between the predictions of the NRL-TB

method and those of the Sutton-Chen potential for Cu. This discrepancy is in the

order of 4% – e.g., at T = 300 K, the NRL-TB approach predicts aTBCu= 3.50 Å, whereas

the Sutton-Chen potential predicts aMDCu = 3.65 Å. The slope of the temperature

dependence of the lattice constant is similar for the two methods. A plot showing

the predictions of both methods is shown in Figure 50. This discrepancy, apart from

generating hydrostatic pressure, also generates spurious (“ghost”) forces when parts

of the system are treated with one method, and other parts with the other method.

Here it is seen on the example of the rigid indenter. The atoms of the indenter are

placed in crystal positions for the 0 K perfect crystal, as predicted by the Sutton-Chen

potential (i.e., with aCu= 3.62 Å). As the indenter nears the workmaterial, the atoms

at the bottom of the indenter are included in the quantum region and the forces acting

upon them are no longer the MD forces, but a mixture of the TB- and MD-generated

forces dictated by Equation (36), with the mixing progressively shifting towards the

TB-generated values. As, from the point of view of the NRL-TB predictions, these

atoms seem unnaturally distant from each another (since aTBCu<a
MD

Cu ), they experience

a force which attempts to counteract this, i.e., a force directed upwards. This force

is not balanced in any manner, because the further away from the region centre,

the less the TB forces are mixed-in altogether. This effect is absent when the tool

atoms are not having their force computed from the TB approach – thus, this ghost

force is not experienced when the indenter is far enough from the workmaterial. Only

as the indenter approaches the workmaterial and its tip begins to take part in the

quantum-based calculation, this effect becomes apparent. In the author’s opinion,

this is another serious drawback of the approach, which would prohibit its use.

The DCLOTF approach is free from the force-mixing, and, consequently, the artifact

is not experienced. The lattice constant discrepancy, however, remains, generating

hydrostatic pressure at region boundaries. This handshaking difficulty will need to be

resolved in the future.

The discussion will now turn to the results of simulations involving (111)-

oriented workmaterial. For the (111)-oriented workpiece, the overall course of the

simulations was very similar between the reference and hybrid simulations. Initially,

a small portion of material directly under the indenter tip (up to 2a) became

disordered. This is evidenced in Figures 52 and 53, panel a (for the reference

simulation) and Figures 54 and 55, panel a (for DCLOTF/(111)/300 K/21 Å). Soon

thereafter the atoms began to slip along a plane identified as (111) (cf. panel b of

the respective figures). For several ps the length of this slip increased downwards,
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Figure 40. Total normal force acting on the indenter in the hybrid DCLOTF approach with

a smaller region (rreg = 10 Å), depending on the temperature. Negative values correspond to an

attractive (downward) force, positive values – to a repulsive (upward) force. The force is obtained

as a sum over all atoms of the indenter; averages over 0.32 ps (400 steps) are used for the plot
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Figure 41. Total normal force acting on the indenter in the hybrid DCLOTF approach with

a large region (rreg = 21 Å), depending on the temperature. Negative values correspond to an

attractive (downward) force, positive values – to a repulsive (upward) force. The force is obtained

as a sum over all atoms of the indenter; averages over 0.32 ps (400 steps) are used for the plot
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Figure 42. Fracture of the workmaterial in the DCLOTF/(010)/100K/10 Å simulation.

Panel a) represents the moment immediately before the fracture, panel b) – the moment

immediately after the fracture. Atoms are coloured according to δi. Regions are colour-coded

as in Figure 10. White lines indicating the edges of the workmaterial serve as a guide to the eye

Figure 43. Fracture of the workmaterial in the DCLOTF/(010)/100K/21 Å simulation.

Panel a) represents the moment immediately before the fracture, panel b) – the moment

immediately after the fracture. Atoms are coloured according to the magnitude of the slip vector.

Regions are colour-coded as in Figure 10. White lines indicating the edges of the workmaterial

serve as a guide to the eye
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Figure 44. Details of the workmaterial fracture in the DCLOTF/(010)/100K/21 Å simulation.

In the right panel only the slipped atoms are shown, after suitable rotation

Figure 45. As in Figure 36, but for the hybrid simulation employing nonlinear embedding,

NL/(010)/50K/10 Å. The quantum-based region is outlined in light green
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Figure 46. As in Figure 36, but for the hybrid simulation employing nonlinear embedding,

NL/(010)/600K/10 Å. The quantum-based region is outlined in light green

Figure 47. Serious artifacts introduced by the nonlinear embedding, evident at a larger

temperature. Four snapshots of system configuration, before the indenter comes within rMDcut or rTBcut
from the workmaterial, for NL/(010)/600K/10 Å are shown, the atoms are coloured according to

averaged temperature (cf. Section 5.4.4). The quantum-based region is outlined in light green
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Figure 48. Total normal force acting on the indenter in the hybrid nonlinear-mixing approach

(rreg = 10Å), depending on the temperature. Negative values correspond to an attractive

(downward) force, positive values – to a repulsive (upward) force. The force is obtained as a sum

over all atoms of the indenter; averages over 0.32 ps (400 steps) are used for the plot

a) b) c)

d) e) f)

Figure 49. Different nature of the jump-to-contact phenomenon predicted by the pure MD

simulation (panels a), d)) and the DCLOTF hybrid approach (panels b), c), e), f)). Atoms are

coloured according to the magnitude of the slip vector. Regions are colour-coded as in Figure 10
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Figure 50. A plot illustrating the lattice constant discrepancy between the NRL-TB method

(predictions shown with ×) and the Sutton-Chen potential (predictions shown with +). The

straight lines are the results of a least-squares linear fit to the points shown. The points were

obtained as follows. Short simulations of bulk copper at T ∈{100 K, 300 K, 500 K, 700 K} in

a periodic supercell were performed for a set of several lattice constants. One set of simulations

employed pure MD with the Sutton-Chen potential, the other – MD driven by forces from NRL-TB

calculations. Time averages of the system pressure, after equilibrium was reached, were calculated.

These averaged pressures were plotted for every temperature and a lattice constant corresponding

to zero pressure was found by linear interpolation. In this way the predicted value of the lattice

constant for every temperature was found for both methods,

for bulk Cu at the above-mentioned temperatures

Figure 51. Illustration of the change in the local pressure corresponding to the activation of

a new slip plane and subsequent relaxing of the workmaterial. The situation in panel a)

corresponds to that of panel b) in Figures 52 and 53. The situation in panel b) corresponds to that

of panel d) in Figures 52 and 53. The colouring in the figure shows local pressure, averaged

spatially over blocks of 5 Å×5 Å×e and temporally over 0.8 ps (1 000 steps)

tq313x-i/290 5XII2009 BOP s.c., http://www.bop.com.pl



Quantum-Classical Calculations of the Nanomechanical Properties of Metals 291

Figure 52. Snapshots of configurations in the reference simulation MD/(111)/300K taken at four

instants of interest. Atoms are coloured according to the magnitude of the slip vector

Figure 53. Snapshots of configurations in the reference simulation MD/(111)/300K taken at the

same instants as in Figure 52. Atoms are coloured according to the dmin,i

Figure 54. Snapshots of configurations in the hybrid simulation DCLOTF/(111)/300K/21 Å taken

at the same instants as in Figure 52. Atoms are coloured according to the magnitude of the slip

vector

Figure 55. Snapshots of configurations in the hybrid simulation DCLOTF/(111)/300K/21 Å taken

at the same instants as in Figure 52. Atoms are coloured according to the dmin,i
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yet at about t= 150 ps the material began to relax differently. Another slip plane,

identified as (111), was formed and extended rapidly towards the edge of the material.

Because indentation occurred only about 12 Å from the edge of the workmaterial,

this plane quickly reached the edge (cf. panel c of the respective figures) causing

partial relaxation of the workmaterial, evidenced by a sudden drop in local pressure

(as calculated from the atomic stress tensor) in the vicinity of the indenter tip.

Soon thereafter, a second, similar slip plane formed and quickly reached the edge

of the workmaterial (cf. panel d). The force experienced by the indenter dropped and

the pressure under the indenter tip (slightly to the left, where the first slip plane

begins) was instantly reducted from ca. 110 GPa to ca. 60 GPa indicating substantial

relaxation. The drop in pressure between the situation corresponding to panel b and

panel d is presented in Figure 51. As can be seen from the respective figures, the

differences between the pure MD and the hybrid DCLOTF approaches are minor for

the indentation of (111)-oriented workmaterial. Results for the nonlinear embedding

technique were also similar, with two exceptions – the quantum region was again

caved in, leading to delayed contact between the indenter and workmaterial; and the

predicted amorphization of the material directly under the tool was slightly larger,

perhaps due to the arbitrary force mixing involved, as not significant spurious heating

was observed.

6. Conclusions and final remarks

In this chapter, conclusions from the presented work will be drawn. The aims

stated in the introduction will be reviewed to show how they were realized. Comments

on the deficiencies of the proposed technique and its implementation, along with the

prospects for the future will close the chapter.

The aims set forth in the introduction were fully met. The Learn-on-the-Fly

approach, a recent development itself, was taken as a point of departure for the

construction of a novel technique, which allows for the hybrid, quantum-classical

treatment of systems employing many-body potentials. The proposed method did not

constitute a simple modification to the LOTF scheme, rather the changes that had been

put forward were fundamental in nature, extending the range of application of the

approach to metallic systems. Parallel-readiness constitutes an additional advantage of

the technique. The aforementioned method, along with author’s two prior attempts

(the linear and nonlinear embedding) was implemented in the form of the nanoTB

program. The NRL-TB tight-binding variant was also implemented from scratch. The

computer code was subsequently tested, profiled, optimized and adapted for parallel

operation. A series of nanoindentation simulations, utilizing several tens of processors

each, was performed, demonstrating both the viability of the proposed method

and the correct operation of the implementing program. Results of the simulations

were briefly investaged and compared with the results of fully classical approaches

(obtained from reference simulations and, to a degree, from the literature), revealing

certain differences between the predictions of classical and hybrid approaches. The

first approach (linear embedding) was found to exhibit serious unphysical behaviour,

even for the simplest systems, which immediately disqualified it from any serious

application. The nonlinear embedding approach also exhibited certain artifacts, most

tq313x-i/292 5XII2009 BOP s.c., http://www.bop.com.pl



Quantum-Classical Calculations of the Nanomechanical Properties of Metals 293

noticeable at higher temperatures, which question its usefulness in hybrid simulations,

especially since its computational cost is close to prohibitive. The last approach,

the one put forward as meeting the aim set forth in the introduction, suffered

from only mild handshaking difficulties and was generally well-behaved, producing

credible results.

Two distinct pathways to be pursued in the future, regarding the proposed

method and the developed computer code, can be identified. The first pathway

constitutes the intensive utilization of what has already been produced, that is,

using the proposed method and computer code to perform more in-depth studies

of physical systems. Presently the author is in the midst of performing simulations

of nanoscratching and simulations of a variant of nanoindentation where the indenter

is withdrawn after having penetrated the workmaterial. The method is also being

applied to the study of stretching and breaking of gold and copper nanowires. Study

of dislocation kinetics, where the quantum region dynamically follows an interstitial

or vacancy should also be possible with the current version of the code, although this

has not yet been attempted. Finally, the simple nanoindentation simulations presented

in this work could be extended and made more realistic, e.g., by making the system

thicker.

The available increase in the size of the simulated systems, gradually allowed

by increasing computing power, should, in the near future, enable direct compar-

isons between the results of nanoscale experiments (involving nanoindentation, ultra-

precision machining, nanoscratching, etc.) and results of hybrid simulations. The sec-

ond path, to be pursued concurrently, consists in further development of the tech-

nique and the computer code. Extending the method to other many-body potentials,

which shouldn’t be too difficult, can be envisioned. Utilizing other techniques for the

quantum-based part, such as other tight-binding variants or DFT-based computations

is also plausible, although this would admittedly require substantial changes in the

program. Such changes would also be necessary if an extension to many-component

systems (alloys) was to be implemented. Although a difficult task (since the multi-

component parameters of the NRL-TB approach would have to be determined), such

an extension is definitely attainable. The seamlessness of the handshaking between

the two methodologies could also be improved upon. For this, the first step would

probably be the elimination of the hydrostatic pressure across the boundaries of the

region, by removing the lattice constant discrepancy (currently as much as 4%, as evi-

denced by Figure 50) between the two methods, perhaps employing distance rescaling

on the part of molecular-dynamics. Finally, augmenting the approach in the direc-

tion of the macroscale, by combining molecular-dynamics with continuum methods

(finite element methods) certainly holds an appeal, in fact such work has already been

undertaken [16].
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Appendix: Details of nanoTB code structure

This appendix presents the diagrams describing the detailed structure of the

modules of the nanoTB program, supplementing the discussion in Section 3.2.

Figure A1. The tb system module
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Figure A2. The modules basis set and geometry
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Figure A3. The lotf module
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Figure A4. The modules lotf2md, tb2md and rdf
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Figure A5. The modules md sutton chen, parallelTB and tracked allocator
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Figure A6. The exceptions module
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Figure A7. The maths module of the Framework utility library (1/3)
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Figure A8. The maths module of the Framework utility library (2/3)
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Figure A9. The maths module of the Framework utility library (3/3)
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Figure A10. The modules parser and semaphores of the Framework utility library
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Figure A11. The modules global log, timer and util of the Framework utility library
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Figure A12. The exceptions module of the Framework utility library
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Figure A13. The modules format xyz and format xyzdata of the Framework utility library
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Figure A14. The modules cells and asserts of the Framework utility library
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